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The ScrumMaster as a Chess Master

In the preface of his book Essential Scrum, Kenneth Rubin writes "giving a new Scrum team
just The Scrum Guide and expecting good results would be like giving a new chess player a 15-
page description of the rules of chess and expecting her to be able to play a reasonable game of
chess after reading it." The basic rules of Scrum seem simple, but a successful Scrum project,
like a good chess game, depends on the ability to use these rules according to the context. Like
Scrum, a chess game starts with a limited set of simple rules and six types of pieces. It is
however the diversity of the situations that makes difficult to play chess at high level. I think
that ScrumMasters and project managers could be inspired by some of the chess masters' best
practices. Chess masters learn by heart all the classical openings of their game. ScrumMasters
should study the Scrum theory to understand the trade-off in all situations. Chess masters use
the lessons from previous games and know the full detail of historical games. ScrumMasters
should participate to conferences or local Scrum groups meetings to learn from the experience
of their peers. Important chess masters have an advisory team to help them see the game with a
different perspective. ScrumMasters should have fellow ScrumMasters that will serve as a
sounding board when they face some issues. Chess masters have an initial strategy but are ready
to change it during the game to counter the opponent moves. ScrumMasters should be able to
react to every event that happens to the project. Chess masters are ready to sacrifice a piece to
gain a better position. ScumMasters have to be ready to suffer some short-term pain if this
should lead to long term gains. They will allow team members to make "mistakes" if they could
learn from it and change their practices. There is however a big difference between the game of
chess and Scrum: people are not pieces that you can manipulate at will. The moves of chess
pieces are strictly regulated. Their number and characteristic defined at the beginning of the
game. The reactions of Scrum team members are not predictable or logical. However,
ScrumMasters can create their own team or change team members in case of problems. Being a
good chess master, ScrumMaster or software developer is based on how much theory and
experience, yours and those from others, you can use when you have to solve problems. Nothing
replaces the time needed to acquire it. And this could be the last lesson from the chess masters:
you have to work hard to become one.
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Immersive Interviewing - Building Great Agile Software Teams

Mitch Lacey,
Mitch Lacey & Associates, http://www.mitchlacey.com

Building great agile software development teams is challenging using traditional hiring
methods. Candidates might be able to answer your questions and prove C++ skills, but what you
really want are people who are competent and capable, who will work well with others and fit
with your team. Immersive interviewing is the best way I know to hire for agile software
development teams, or for any other position in your organization. And like all good agile
practices, it begins and ends with the team.

The Story

Let me start by telling you a story. Scott’s business was growing. His 100-person company had
a solid reputation. The trouble was, they were having a hard time keeping up with all the new
business they were generating. It was time to hire some new people.

Prior to starting his own shop, Scott had worked at a large software company, where he felt the
hiring policies got in the way of finding the right people. He wanted to establish better
procedures at his own company while they were still small enough to do so. This proved to be a
harder sell than expected.

“Scott, I don’t know why you’d want to change things. We have built a great company by hiring
people this way. Why fix what isn’t broken?” asked Janeen, the director of program
management.

“I agree that we’ve had some success so far,” replied Scott. “As we grow, though, I won’t be
able to screen every new hire personally and neither will you. We need to have a scalable model
that builds on what we value as a company. Think about it. Even with you and me screening
people, we’ve ended up with some bad hires.”

Janeen looked down at the pen that she was twirling. Scott continued.

“Remember Victor? That guy was a train wreck when it came to working with people. Sure, he
knew his stuff, but he was such an introvert! It was like pulling teeth to get him to work with
anyone. We just fed him work and when it didn’t work, it was always someone else’s fault!”

“Now Scott, that’s not fair. Victor was my hire. I think he was a great person. When he was
focused, we got a lot out of him,” said Janeen.

“I agree, but when was the key. And even when he was focused, his attitude towards people was
awful. He was just not a team player. I’d rather have a guy who can work with others and have
half the skill of Victor than go through that again,” said Scott.
Janeen nodded. “Yeah, that was pretty rough.”

“So, I think I have a way to do it better,” explained Scott. “You know how we’ve been really
focusing on a candidate’s technical capabilities? Well, I think we should take some lessons from
how the teams have been pairing and build on that.”

“What do you mean? You want candidates to pair for an hour with a team and call that the
interview?” asked Janeen.

http://www.mitchlacey.com/
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“In essence, yes, but before we talk about the how, let’s focus on the why. Do me a favor and go
write our company values up on the white board,” Scott said.

When Janeen hesitated, he added, “Trust me on this one.”

Janeen gave Scott a look that said, “You’re crazy,” but went up to the white board and wrote the
company values:

“Now Janeen, please tell me how in our current hiring process that we are able to screen for
these values,” said Scott.

“We don’t specifically. But we look for senior-level people; they should have this stuff
already,” said Janeen.

“I agree that they should. But I think you and I both know that not everyone does. Victor wasn’t
the only bad fit we’ve had to deal with. And I think that’s on us,” Scott explained.

Janeen looked perplexed.

“You think it’s our fault that Victor didn’t work out? Why?” she asked incredulously.

“It was our fault. We hired someone who didn’t share our company values. We were under
pressure to hire a certain set of technical skills and, even though we were concerned about his
lack of people skills, we didn’t think they’d be a big problem. Instead it was a battle to get
Victor to even understand why we were working the way we were, much less convince him to
comply. And bad hires snowball into other losses. Remember Mark, who was on his team? Do
you know why the real reason he left the company?” asked Scott.

“Nooooo!” said Janeen in sudden realization.

“Yup,” said Scott, “He left because of Victor. He didn’t tell most people that was the reason, but
he did tell me. He said life was too short to deal with people like that.”

“That was a hard loss. We’re still feeling the impact from that,” admitted Janeen.
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“Right…” said Scott, “That’s why I’m convinced we need to look at competencies and values as
much as we look at technical skills. Technical skills can be learned in months, but the ability to
work with someone is, well, something that takes a very long time.”

Janeen nodded in agreement. “OK. So what do you propose?”

“First, I think we need to consider an interview as a forecast. We are forecasting if the person
will be a good fit, and how long it will take them to become a contributing team member. Next,
I think we need to consider the competencies, skills and level of the role we are hiring for…”

Janeen interrupted. “The level?”

“Yes” said Scott, “do we need someone junior-level, senior-level - or is either one acceptable
depending on the candidate. The level of maturity and expertise we’ll expect will be different
depending on the level we’re hiring for.”

Janeen nodded again, “Got it. Go on.”

“Next, I think we need to understand why we are hiring. Is the team working in the best possible
way, are there organizational issues that are blocking progress, is the skillset we’re lacking one
that could be filled by a team consultant [LACEY] or do we truly need a new core team
member? The answer to these questions directly affects who we will hire.

We need a way to make these determinations in a repeatable, consistent way across the
company. Many people, me included, have picked up bad habits in terms of hiring. We are all
inconsistent with our approach and we don’t treat it as a team event, more of an individual
burden for an hour or two on any given day. We need to hire as a team,” said Scott.

“You’ve sold me,” admitted Janeen, “Now what?”

“Now we model it out” said Scott.

Model

Hiring practices come in many different shapes and forms. Some teams do whiteboard team
interviews, others do one-on-one interviews in offices, still others start with coffee and a social
chat.

However they structure the interview, most organizations fail to ask the most important
questions, not of the candidates but of themselves:

1. Why are we hiring? What problems are we trying to solve?

2. Should we even be hiring? Is there potentially an impediment inside the company that is
going unresolved and a new hire is only the mask?

3. What are the most important skills and competencies to consider?

4. How are we hiring?

Before we delve into these questions though, let’s delve into Scott’s definition of an interview: a
forecast.
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Forecast

To forecast is to make a prediction in advance. When we hire people, we make predictions
based on written and verbal communication as to whether a given person will be a good fit, both
culturally and skillfully, in the company over a period of time. Although, some organizations do
this by having a trial period, most companies in the tech industry hire solely based on the
interview. That means the forecast made in the interview has to be fairly accurate. Yet this
forecast is only as good as the common understanding of why and how they are hiring.

Why Companies Hire and the Problems They Try to Solve

So why are you hiring? To meet current needs? Because you anticipate a new contract? Or are
you part of a hierarchical organization and feel the need to build up one particular department or
have more direct reports? Some companies simply go on hiring binges, where they start out
hiring for the right reasons and then can’t seem to stop. I think of this like an ice-cream or
chocolate binge; you overdo because it feels so good at the time that you forget how much pain
you’re going to be in later.

Brooks’ Law states that “adding manpower to a late software project makes it later”
[BROOKS]. I believe that’s partly because some companies add people merely to mask or cover
up some issue. Complaints of not enough testers is really a sign of poor test automation. Reports
of not enough developers really points to a lack of collaborative teams. I’ve even see people
bring in additional project managers to bring a project in on time when the real problem is lack
of commitment, goals and team alignment.

In our story, Scott had organized his company in a flat structure, so that people felt ownership,
commitment and independence. He had laid out clear values for the organization, and for the
most part the employees shared these ideals. Even so, he wanted their first question to be “Why
are we hiring?” The right answers are to address a skill that is missing on the team or in the
consultant pool, or to address a core principle in the organization. For example, Scott might
want to expand his market share. In that case, he understands why he’s hiring (to expand
market) and is able to develop a question set that applies to that scenario.

Cost of a Bad Hire

We’ve all been part of a bad hire – either as the person doing the hiring or as the person getting
hired. We all know it feels bad, but what does it cost? Careerbuilder.com, a large online career
site, runs frequent surveys to find out just what a bad hire would cost. The results are staggering
[CAREERBUILDER].

What’s driving up the cost of a bad hire? 2012 2011
The price of a bad hire adds up in variety ways. According to the survey, the most common
money-sucks that result from a bad hire are:
Lost productivity 39% 41%
Lost time to recruit and train another worker 39% 40%
Cost to recruit and train another worker 35% 37%
Negative effects on employee morale 33% 36%
Negative impact on clients 19% 22%
Fewer sales 11% N/A
Legal issues 9% N/A
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What defines a “bad” hire, anyway? 2012 2011

When classifying what makes someone a bad hire, employers reported several behavioral and
performance-related issues:

Quality of work was lackluster 67% 63%
Failure to work well with other employees 60% 63%
Negative attitude 59% 62%
Attendance problems 54% 56%
Complaints from customers 44% 49%
Failure to meet deadlines 44% 48%
Why do bad hires happen to good people? 2012 2011

When asked what accounted for the bad hire, survey participants reported the following reasons
that led to their hiring mistakes:

Needed to fill the job quickly 43% 38%
Insufficient talent intelligence 22% 21%
Sourcing techniques need to be adjusted per open position 13% N/A
Fewer recruiters to help review applications 10% N/A
Failure to check references 9% N/A
Lack of strong employment brand 8% N/A

Remember Victor from our story? Victor was classified as a bad hire because he could not work
well with other employees. To make matters worse, his conduct caused one of the good hires to
leave the company. It’s no wonder that company culture suffers from bad hires! Let’s look at the
factors we should consider when hiring that might help us avoid these costly disasters.

Skills, Competencies, or Both?

Let’s say your reason to hire is that you need more C# programmers. Most companies would
screen prospective candidates based on that particular skill: Do they know C# or not? While that
makes sense on the surface, it might not be the best way to make a hiring decision. Skills, after
all, are easy to learn and can be picked up in a matter of months. A developer who knows Java
but has never tried C# will be able to pick up C# after a few months, especially when paired
with an experienced C# programmer. This assumes, of course that the developer has an ability
and willingness to learn, to ask questions, to share his strengths and weaknesses; to put his ego
aside and have the courage to learn a new language in order to best help his team.

Let’s reverse that, then, and imagine we hire a very experienced C# programmer who is
uncomfortable working in pairs. He doesn’t want to improve or branch out from C#, so can
never be taught new languages. And he doesn’t enjoy mentoring others, so he cannot share his
extensive skillset. No matter how senior or experienced this developer is, he would not be a
good fit at Scott’s company, or on any agile team, because of the misalignment of values.

Based on those two scenarios, screening candidates should always include competencies - how a
person thinks, how that person interacts with others, and what that person values. These will
impact how quickly he can assimilate with a team and how rapidly he can learn new skills. After
all, you might need that same person to learn yet another new language a few projects down the
road. In general, you should hire for long-term fit, not for short-term expertise.
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How to Hire

In my time both working for and consulting at companies both large and small, I’ve seen just
about every hiring style and just about every interview question. Some were a bit more obscure,
like tell me your favorite sports team (I had this one once) to the more basic, “What would you
do in case of fire?”

In our story, Scott and Janeen were struggling to find an interview style and question set that
they could use to consistently and evenly hire people, while maintaining the company values.
What I find of value, and what Scott recommends in the story, is to apply agile techniques to
hiring - more specifically pairing.

Pair hiring is an immersion technique that relies on screening rather than a series of questions.
When you’re hiring, you’ll have a list of things to validate with the candidate. Is he a good
cultural fit? Can he give and accept criticism? Is he comfortable with conflict? These questions
can be answered through discussion or they can be answered through immersion.

Let’s go back to forecasting, and the importance of making an accurate one when hiring. Recall
that in the agile manifesto, the preference is for Individuals and Interactions, Working Software,
and Responding to Change. Why? Because they are more likely to lead to success. Agile hiring
should be no different. We want to see how a candidate works, thinks, and behaves in the real
world –the metaphorical equivalent of working software. We want to know how a candidate will
interact with the other members of the team. And we want to understand whether they are
comfortable in an environment of feedback, continuous improvement, and change.

When it comes down to it, traditional approaches to hiring can only show us how well the
candidate can answer the questions of the interview. While those answers might be an honest
reflection of a candidate’s ability, they are analogous to slideware showing the intended
functionality. I don’t know about you, but I’m going to feel much better about my forecast if I
see the person in action, with his or her intended team.

That’s why I prefer to immerse the candidate in a typical day (or multiple days) in the life of a
project team. I have the candidate pair with team members in their team space. I prepare the
team for the items they are looking for in the candidate – both competencies and skills – and
have them weave that into the day. I encourage the candidate to write code, test, document -
basically act as a team member for the day. I often have them attend a daily standup or come to
the demo or retrospective if the timing works out. The point is to fully immerse them in the
environment in which they will be expected to perform.

Candidate Screening

In the story Janeen and Scott agreed that their current hiring process was insufficient for
screening for competencies. Victor was an example of someone who had slipped through the
cracks; he had the right skills but the wrong competencies. Many organizations try to solve this
problem by developing a standard question set to use company-wide. I prefer to screen based on
the actions and behaviors I observe, rather than how a candidate answers a set of questions.

During an immersive interview, it’s easy to gauge a candidate’s skills and experience. Coding
not up to snuff? It’s easy to see. Trouble with TDD? That’s obvious too. There’s no hiding when
your hands are on the keyboard and someone is watching how you work. Competencies might
seem a little harder to judge, but they really aren’t. It’s just a matter of learning to look for and
comment on the competencies a person exhibits while working with you.
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For example, let’s say Scott’s company is hiring a new candidate for a five-person team. The
candidate will be scheduled to work in a pair with each member of the team throughout the day.
During that time, the team members are not going to be asking typical interview questions such
as, “So, tell me about a time you demonstrated a willingness to learn?” or “When making
mistakes, what do you do to take accountability for them?” That would be a waste of time.

Instead, prior to the interview, each team member will pick (or be assigned) one or two skills to
pay special attention to. So one person might choose C# skills while another might choose TDD.
Everyone, however, should be looking for competencies: how the candidate fits the company
values.

Preparation and Setup

If this is the first time you have done immersion or if the team members are not familiar with
what the company values mean, you should also take some time to discuss what each of the
competencies mean and specific behaviors to look for, likely with the help of management and
leadership, to ensure the screen is the same for all candidates. This might even be something
you standardize and write down, so that the team members can refresh their memories prior to
an interview.

You should also keep in mind the difference between hiring a senior-level person and a junior-
level person. If you’re interviewing a senior person, you would expect a certain level of maturity
and expertise. You would expect professionalism, experience, and insight. Your screen, then,
would be focused primarily on exposing moments of unprofessionalism, discomfort when
working as part of a team or with others, and similar signs of immaturity. You’ll have a chance
to see their technical expertise, including the way the approach problems and their openness to
feedback, during the pairing sessions. At the end of the day, I’d much rather teach a
knowledgeable and mature person a new technical skill then try to change a person’s mindset,
no matter how talented they might be.

If on the other hand, you are interviewing a junior person, say someone fresh out of school, you
would be more forgiving of lack of expertise. What you would want to see technically is a basic
level of competence coupled with a willingness to learn, ability to communicate, and excellent
problem-solving skills. While you would generally expect a more immature individual, you will
still need to make sure the person is able to accept feedback and work as part of a team.

But beware, where is actually some advantage to the lack of experience you find with junior
people. Experience can sometimes blind people and force people into ruts. Of course, mature
people with a great deal of experience can also be open-minded and attack problems without
experience getting in the way. That’s why it is so important to hire individuals with the
willingness to learn, the ability to teach, the openness to share knowledge, and the desire to
create a learning organization – no matter their experience level.

Scoring Candidates

Throughout the immersion interview, the candidate will work with multiple people, each of
whom is looking specifically at a few chosen skills and at all of the required competencies. At
the end of the day, the team will meet to discuss the candidate(s), but it’s critical to capture each
interviewer’s impressions in real time as well.

To collect all of the data from the various interviewers, I use an online table like the one shown
below and a scale of 1-10, where 1 is the worst and 10 is the best. As the candidate leaves one
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team member and moves to the next, the interviewer should take a moment to jot down scores
that correspond to how the candidate performed. The chart will not be completely filled in at the
end of the interview, but you will have enough data to have relevant discussions to determine if
the candidate should be hired or not.

15-Jun Candidate: Steve Jones
 Company Values Billy Scott Janeen Venkat Xiao
More Junior Willingness to learn 9 9 2 8 9
 Doesn't have a sense of entitlement 10 10 10 10 10
 Takes responsibility 7 5 6 7 8
 Ability to stay focused      
 Asks for constructive feedback      
 Do what they say they will do      
 Owns up to mistakes      
 The ability to help make others great      
 Easily approachable      

 Develop and mentor the team and others      

 
The willingness to share knowledge
(ideas, experience, information)      

 Can foster candid conversations      

 
Interested in finding the solution than
being right      

More Senior Help grow a strong team      
Technical Billy Scott Janeen Venkat Xiao
C++ 9 9 2 8 9
SQL 7 5 6 7 8
Architecture and Design 9 10 9 10 10

 …..      

Think of this like planning poker but not in real time. Each team member shares his or her own
estimate of the candidate’s fit in each of the key areas. Then, once the interview ends, the team
gets together to have the all-important conversation. If there are outliers, such as Janeen’s rating
of 2 for C++ in Table x.y, the team should talk about the reasons for the extreme difference of
opinion and try to reach a consensus. If all the ratings are similar, like the ones for Architecture
and Design and Doesn’t have a Sense of Entitlement, the discussion will be more about general
observations than reaching consensus.

Regardless of whether the numbers match or are wildly different, the point of the table is to
serve as a real-time data collector for a future conversation. Do not, under any circumstances,
use the table without also having an in-depth team discussion; you’ll miss something vital.

Hiring Managers & Non-Technical People

It might seem as though this approach only works for technical hires, but this approach also
works when selecting non-technical people.
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What I do, and what I propose you do, is ensure you have a good set of competencies that
everyone screens for. An immersive experience for a non-technical hire, though, would include
attending meetings, participating in brainstorm or creative sessions, or maybe even doing a
small portion of a presentation that they can learn quickly. Yes, there are risks here, but
remember, we are looking for an immersive environment that will help everyone arrive at an
accurate forecast of the candidates competencies and skills.

Keys to Success

When Valve Software published their employee handbook [VALVE] in March 2012, it set the
Internet a-buzz with how perfect Valve is as a company. They are flat, everyone is accountable
and responsible; people own their own fates. In fact, Valve puts so much emphasis on hiring
that the handbook even states, “Hiring well is the most important thing in the universe. Nothing
else comes close. It’s more important than breathing.” [VALVE]. That’s powerful stuff.

Hiring people for any role-manager, ScrumMaster, Product Owner, team member, architect - is
challenging. Anomalies can occur in hiring that end up hurting the culture of the company (but
keep in mind that your culture can only be hurt if you know what it is and are actively try to
maintain it).

Build a Repeatable Hiring Process

Having a consistent hiring process is key. It should be based on company values and principles.
You should screen candidates in an immersive environment so you can determine their real
behavior versus how well they answer questions. The larger a company gets, the harder this may
become, which is why it’s a good idea to hold regular “how to hire at our company” sessions-
training to help keep all teams fresh and up to date. This helps prevent bad hires and also
refreshes and refocuses current employees on the company culture.

Focus on Competencies, not on Questions

Interview questions are great, and having a good set of them is definitely helpful. However,
running an interview by just having the candidate answer questions and solve problems will
only tell you how well they can interview. What you really want is an accurate forecast as to
their fit as a team member. Focusing on competencies will help increase your confidence in that
forecast. Make sure everyone knows and understands the competencies are that you are looking
for, both at a team level and company level. You might even want to do mock interview
workshops where people from an existing team interview another team (and vice versa) to teach
people how to focus on competencies.

Skills are Easy to Learn, Competencies are Not

When I was a child, I was deathly afraid of public speaking, or any sort of presenting. I was
good, however, at research and analysis. The papers I wrote for school always received good
marks, all the way through my college career. It was not until I was in my late 20s, however,
that I became comfortable with public speaking and presenting. I read books on how to
overcome my fears, about how to be a better presenter. Overcoming my fear and becoming a
better speaker took years. Public speaking is a competency.

Skills, on the other hand, can be taught rather quickly, especially given that most, if not all, of
your hires will have some sort of background in the area that you are hiring for. For example,
perhaps the candidate knows Oracle systems and you are hiring for a Microsoft stack – the



Agile Hiring

Methods & Tools * Spring 2013 * Page 16

candidate won’t have to overcome a childhood fear or a deeply seated habit to learn Microsoft.
Picking up new skills is relatively easy. Of course, that assumes that the person has the
competency of willingness to learn. Having the ability and courage to say, “I don’t know how to
do that, will you please help me learn?” is a competency that takes years to master, and can only
be practiced safely in a culture that supports it.

Find People Stronger than You

Insecurity and politics can sometimes make it difficult to hire a person, even when you know
they have great skills and competencies. I’ve seen people throw common sense out the window
and ignore a candidate that seems “too strong” or comes from “so-and-so’s department,”
especially when organizations are structured in a hierarchical fashion. Why? Perhaps the person
posed a threat to one of the interviewers, or isn’t specialized enough, or comes from a
department where the two department heads do not get along. Don’t fall into this trap. Hiring
strong people will allow you, and the rest of the organization, to grow.

Understand the Costs and Invest Heavily

As Valve said, hiring is indeed more important than breathing because a bad hire can suck the
air right out of the room and have damaging effects on all things in the environment. Invest in
good hiring practices, create immersive environments where you can determine if the candidate
is a good fit for the culture of the company, and push accountability. Have a united approach so
you can avoid the mistakes that traditional company do. Hiring is hard, but using this approach
(one of many out there) will definitely help you increase your chances of a good hire.
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Software Testing in Distributed Teams

Lisa Crispin, http://lisacrispin.com/

I started writing this article with the idea that I’d talk about technology and practices that help
teams succeed with testing even when they’re in multiple geographic locations. But as I wrote,
two things happened. First, after so many years of working in teams that take a Whole-Team
approach to testing, it’s hard for me to separate testing from other aspects of software
development. Secondly, everything always gets back to team and company culture.

The same things that make a co-located team able to deliver valuable software to the business
frequently, while maintaining a sustainable pace (to paraphrase Elisabeth Hendrickson) also
enable distributed teams to do the same thing. However, distributed teams will have to be even
more disciplined and committed to making their software development process work.

So, as you read this article, you may find yourself thinking “But any team should do that”, and
you will be correct: a learning culture that encourages small experiments and continuous
improvement while tolerating failure.

Distributed software development teams are here to stay. More and more companies are national
or global. More and more employers are willing to hire good software professionals no matter
where they live. Some businesses think they can save money by “off-shoring” their coding or
testing teams many time zones away from where business stakeholders and customers reside.
How do we get quality software in these situations?

Rapid Feedback

Even when all roles on a development team work in the same building, testing gets disconnected
from other development activities. The ability to deliver valuable features in a timely manner,
responding to changing business needs, depends on a short feedback loop.

If a regression failure is found within minutes of the code check-in that caused it, the fix is quick
and easy. Showing customers the first pass through a new UI page design early means less time
wasted on the wrong approach. Identifying missing requirements by doing exploratory testing
on an early iteration of the software helps teams develop the right feature

How do distributed teams get faster feedback? Continuous integration (CI) is the foundation of
timely feedback. Without it, your team will not be able to keep technical debt to a manageable
level. Your team wouldn’t dream of operating without source code control, and CI is just as
necessary. Building up suites of automated tests that give fast warnings of regression failures
takes months or even years, so get started now.

With the basics in place, your distributed team can focus on other aspects of feedback and
collaboration. Driving development with business-facing tests is a proven way to delight our
customers. Testers need to be involved in eliciting examples of desired behavior from customers
as they plan new user stories. They need to participate in planning and design meetings.
Customers need to be actively involved, reviewing new features as they are incrementally
developed, making decisions as developers discover new information.

When the customer and developer teams are spread geographically, technology makes these
activities possible. Today we have many options for video chat and conferencing, instant
messaging, backchannel chat rooms and tele-presence devices. More about those in a bit.

http://lisacrispin.com/
http://testobsessed.com/
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These practices and technologies won’t work, however, unless teams have the discipline to use
them constantly. My distributed team makes a conscious effort every day to collaborate using all
these lines of communication to keep every team member, regardless of location, actively
involved. That involvement extends to our customers, too.

Building the Distributed Team Culture

I’m not sure any distributed team can succeed over the long term without being together in one
location from time to time. “Face time” is so important to building trust. Our team members
congregate in one location every six weeks or so. Getting to know each other helps us
communicate better and faster. Having fun together socializing and playing a few rounds of
table tennis means that we enjoy working together remotely more.

Experiment with practices and techniques to keep testing an integral part of your distributed
team’s development process. Use video for all meetings, even daily standup and status meetings,
so that team members in different locations can see each other. There’s a visual component to
communication that is indispensable.

Make sure all team members, including testers, have an equal voice, and feel safe asking for
help. Encourage whole-team responsibility for quality and testing, so that people in any role
take on testing tasks when needed.

All team members, regardless of location, need adequate training, and time to learn. This is
especially critical in an “offshore” situation. If your company hired a team in another country or
continent to do testing, bring them to the rest of the team to learn the business domain, the
software, the practices they’ll need to know. Alternatively, send team members out to train
them. Remote training may be adequate later on, but that face-to-face contact is crucial to
building good relationships and communication.

More practices and techniques

If the business values getting the right software features at the right time, there are practices
which help distributed teams achieve that goal. Try these to see which work for your distributed
team.

Pairing

Remote pairing is a great way to promote constant communication among multiple offices and
to keep people working from home “in the loop”.

I often remote pair with a developer to specify test scenarios, do exploratory testing, or write
automated test scripts. We use screen-sharing software that allows either person to control the
mouse and keyboard. Video chat is best, but if bandwidth is a problem, audio will do. Make sure
everyone has good quality headphones and microphone, and camera if possible.

Pairing is a challenge for those who have never tried it. Support it culturally by having the team
decide a schedule. For example, they may decide to pair all day, or pair during a few hours
when the time zones of the pair coincide. Pairs can be decided during a daily standup for that
day, or for the following day, depending on the timing. On my team, there’s always a plan for
who will come in early the next day to pair with someone from an earlier time zone.
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Chat and instant messaging

When the rest of your team is in the same room, it’s easy to ask a question or show something to
customers or other team members. When you’re not in the same room, everyone on the team
should commit to keeping an eye on a team chat flow and jump in to help when needed. In my
experience, a central chat stream works best, and if needed, people can agree to move their
conversation to another chat stream, or start their own text chat or video session. It’s critical that
someone in a remote office who needs help or feedback gets it as quickly as if the team was co-
located.

Tele-presence devices

It’s critical that all team members hear the same conversations, and that they’re up to date on the
latest changes and decisions. If most of the team is in one place with just one or a few remote
people, a tele-presence device in the main office that remote colleagues can control is a huge
benefit. This can be as simple as a rolling cart with a laptop, a good camera that can be
controlled remotely, and a good omni-directional microphone.

Enhancing communication

Written communication and documentation may not be as effective as audio and visual, but are
still important. Wikis promote collaboration, and work well for teams with widely diverse time
zones. My teams have had productive design discussions on the wiki, with each person color-
coding their comments. Photos of whiteboard drawings, screenshots and other graphics can be
easily included. It’s much easier to follow the conversations on a wiki page than a long email
thread. Written communication is a good back-up to verbal discussions, especially where not
everyone on the team shares the same first language.

Mind mapping, story mapping and impact mapping are all great techniques to help plan testing
for a user story, epic or theme. They enhance conversations, help generate more ideas, keep the
team focused on the best way to achieve business value, and provide artifacts for future
reference. A variety of online tools provide real-time collaboration for these types of activities.

As I mentioned earlier, acceptance test-driven development (ATDD) / Specification by Example
(SBE) are in getting a shared understanding of business needs. The resulting tests, which must
continue to pass in every CI build, provide “living documentation” that should be accessible to
everyone, including business stakeholders.

Visibility

Coordinating work is especially tricky on a distributed team. Over-committing to an unrealistic
amount of work is deadly for any team, and it’s even easier to fall into that trap on a distributed
team. Find ways to keep work visible. Limit your work in process, so that everyone can focus on
finishing one feature at a time. Each location can maintain a physical task board, keeping them
consistent by posting photos of them on a wiki. Or, you can take advantage of one of the many
virtual task board and project management tools, which also can help promote realistic planning.

Continuous integration is a great framework for visibility, too. Broken builds can send out
emails. Color-coded CI results can be displayed on each team member’s monitor. Some globally
distributed teams have CI results prominently displayed in a common work or break area.
Making a problem visible is a great way to start solving it. Distributed teams can find creative
ways to use Big Visible Charts, even if they’re virtual.
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Let the team drive

I’ve mentioned a lot of ways distributed teams can work effectively, which includes planning
and executing all the testing activities needed to deliver the right software features at the right
time. In my experience, some “core” practices such as CI and using Big Visible Charts are
essential for any team. Getting everyone on the team together in one physical location
frequently enough is key for making distributed teams successful. However, each situation is
different, and only your team can find the best way to build a healthy team culture where
everyone can do their best work.

Use frequent retrospectives to identify the biggest problem in your way, and try small
experiments to chip away at that problem. The additional effort to coordinate everyone on a
distributed team can feel painful. But you can take some disadvantages, such as time zone
differences, and turn them into benefits. For example, when my team in Denver had a thorny
issue at the end of our day, we could pass it on to our coworker in India, and he often had it
solved by the time we came to work the next morning.

Managers need to support distributed teams as they find the best ways to work. It’s absolutely
essential to let the team manage its own workload, and encourage them to budget plenty of time
for learning and experimenting. An early investment will pay off in a “jelled” team who can
meet future challenges quickly, and deliver valuable software to the business consistently over
the long haul.

AgileLoad Flexible Enterprise Load Testing Tool - Click on ad to reach advertiser web site

http://www.agileload.com


NoSQL Databases

Methods & Tools * Spring 2013 * Page 24

The Return of ACID in the Design of NoSQL Databases

Stephen Pimentel, FoundationDB, http://www.foundationdb.com/

The CAP (Consistency, Availability, and Partition-tolerance) theorem has been widely
interpreted within the NoSQL community as justifying the weakening of consistency in order to
support high availability. The eventual consistency model, in particular, has become a design
default for many NoSQL systems. A more careful look at the CAP theorem shows that it
precludes only small portion of the design space for distributed systems and does not compel the
adoption of eventual consistency. Moreover, the weakness of eventual consistency creates a
technical debt that is borne by the developers making use of the data store.

Many NoSQL designers are therefore exploring a return to transactions with ACID (Atomicity,
Consistency, Isolation, and Durability) properties as the preferred means of managing
concurrency for a broad range of applications. Through the use of tailored optimizations,
designers are finding that implementation of ACID transactions need not sacrifice scalability,
fault-tolerance, or performance.

Questions about the CAP Theorem

The CAP theorem was inspired by a conjecture of Brewer [1] and proven by Gilbert and Lynch
[2].  In its popular formulation, it states that a distributed system cannot simultaneously provide
Consistency, Availability, and Partition-tolerance. Give the three properties (C, A, and P), a
system can at best support two of the three.

Within the NoSQL community, the CAP theorem has been taken to provide persuasive
justification for the adoption of weaker models of consistency. In particular, eventual
consistency has been widely adopted, becoming something of a default for NoSQL design.
Eventual consistency guarantees only that, given a sufficient period of time during which there
are no writes, all previous writes will propagate through the system so that all replicated copies
of the data will be consistent. This design is often lauded for allowing low latency and high
availability in distributed systems on the assumption that stronger consistency is simply not
attainable.

However, as the developer community has gained more experience with the use of NoSQL
databases, questions have arisen regarding both the technical motivations and consequences of
weak consistency.

As Gilbert and Lynch note, their proof relies on an asynchronous model in which “there is no
clock, and nodes must make decisions based only on the messages received and local
computation.” This model is far more restrictive than actual networks, which “are not purely
asynchronous. If you allow each node in the network to have a clock, it is possible to build a
more powerful service” with stronger consistency.

In a recent retrospective on the CAP theorem and its influence on distributed database design,
Brewer [3] notes that “CAP prohibits only a tiny part of the design space: perfect availability
and consistency in the presence of partitions, which are rare.” In fact, “because partitions are
rare, there is little reason to forfeit C or A when the system is not partitioned.” Yet systems that
adopt eventual consistency forfeit C during all concurrent operations, not just when there are
partitions.

http://www.foundationdb.com/
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The Weakness of Eventual Consistency

Eventually consistent systems can return stale data, i.e., data values that are not the most
recently written. Moreover, the degree of staleness is unbounded in the sense that there is no
constant time interval within which the system can guarantee that consistency will be restored.
Rather, the degree of staleness is a complex probabilistic function based on a number of system
parameters.

In an attempt to “quantify the degree to which eventual consistency is both eventual and
consistent,” Bailis et al. derive formulas for the probability of reading stale or inconsistent data
in an eventually consistent system [4]. In particular, they provide probabilistic bounds on
staleness as measured by either elapsed time or the number of elapsed versions. Such
probabilistic bounds underscore the observation that developers employing such systems must
account for and handle the possibility of inconsistent data.

Nevertheless, might there not be use cases for which the benefits of eventual consistency are
worth its costs? Indeed, many discussions of eventual consistency motivate its adoption by its
compatibility with a maximal degree of availability. For those systems that require such
maximal availability, it is interesting to examine more closely the level of consistency that can
be achieved.
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Mahajan et al. [5] define an “always-available” system as one in which nodes never refuse reads
or writes (as a transactional system might in the case of transaction failure). They revisit Gilbert
and Lynch’s work and strengthen its result by employing an asynchronous model allowing local
clocks, but no clock globally visible to all nodes. In this context, they define a consistency
model called Real Time Causal (RTC) consistency that is strictly stronger than eventual
consistency. They prove that RTC consistency is a “tight bound” on the consistency achievable
in an always-available system, in the sense that RTC consistency can be provided in such a
system, and no stronger consistency model can be. Given this result, it is unclear that eventual
consistency remains an attractive alternative even for systems that must be always-available.

Google Returns to Transactions

Brewer [3] highlights “the hidden cost of forfeiting consistency, which is the need to know the
system's invariants. The subtle beauty of a consistent system is that the invariants tend to hold
even when the designer does not know what they are.” In other words, when an application
requires concurrent operations, weakened consistency creates a “technical debt” that is pushed
onto the developers making use of the data store.

Google has experienced this technical debt and responded by returning to transactions in three
major systems, Percolator, Megastore, and, most recently, Spanner. This shift to transactions is
significant in that Google’s Bigtable [6], which lacks transactions, was the inspiration and
model for many other NoSQL databases that adopt eventual consistency.

Percolator performs the core function around which Google’s business was founded, indexing
the web in support of search. Peng and Dabek [7] explain that they “built Percolator to create
Google's large ‘base’ index, a task previously performed by MapReduce.” The decision to
employ transactions was directly motivated by the limitations of Bigtable. “Distributed storage
systems like Bigtable can scale to the size of our repository but don't provide tools to help
programmers maintain data invariants in the face of concurrent updates.” In contrast,
transactions “make it more tractable for the user to reason about the state of the system and to
avoid the introduction of errors into a long-lived repository.”

Percolator was built on top of Bigtable. It “stores its locks in special in-memory columns in the
same Bigtable that stores data and reads or modifies the locks in a Bigtable row transaction
when accessing data in that row.” While Percolator was deemed successful in meeting its design
goals, Peng and Dabek note that the decision to implement the system on top of Bigtable
imposed a performance disadvantage. “The conventional wisdom on implementing databases is
to ‘get close to the iron’ and use hardware as directly as possible since even operating system
structures like disk caches and schedulers make it hard to implement an efficient database. In
Percolator we not only interposed an operating system between our database and the hardware,
but also several layers of software and network links. The conventional wisdom is correct: this
arrangement has a cost.”

Megastore is a NoSQL database that Google developed to support interactive online services
[8]. As in Percolator, the designers of Megastore decided to support transactions due to the
limitations of eventual consistency. “Despite the operational advantages of eventually consistent
systems, it is currently too difficult to give up the read-modify-write idiom in rapid application
development.”

Megastore provides a data model based on hierarchically structured entity groups, defined in
term of tables that are mapped onto Bigtable. Entity groups provide application-defined locality
that is used to “partition the database and replicate each partition separately, providing full
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ACID semantics within partitions, but only limited consistency guarantees across them.”
Bigtable is used for storage of a replica within a single data center, and Paxos is used for
coordination among replicas.

Megastore has an interesting design and is notable for its low-latency implementation of Paxos.
Nevertheless, like Percolator, it has significant limitations. It requires developers to structure
their data into entity groups, and a single transaction can only access data from a single entity
group. Hence, Megastore provides ACID semantics within a replication unit but not across
replication units.

Google’s Spanner [9] is a scalable, multiversion database designed to support replication across
multiple, widely separated data centers. It is Google’s first major distributed database not built
on top of Bigtable. Google “consistently received complaints from users that Bigtable can be
difficult to use” for applications “that want strong consistency in the presence of wide-area
replication.” In particular, “the lack of cross-row transactions in Bigtable led to frequent
complaints.” As a result, the designers now believe that “it is better to have application
programmers deal with performance problems due to overuse of transactions as bottlenecks
arise, rather than always coding around the lack of transactions.”

Spanner’s application-facing data model is similar to Megastore’s, consisting of semi-relational
tables implemented on top of a key-value store. However, Spanner’s most notable design detail
is its reliance on a unique timekeeping system which acts as a sort of global clock. By
combining measurements from GPS and atomic clocks a timestamp’s uncertainty can be
strongly bounded. Spanner uses these timestamps to ensure that transactions satisfy external
consistency, which is equivalent to linearizability and strictly stronger than serializability.

Reaching for Full ACID

Transactions characterized by the ACID properties of Atomicity, Consistency, Isolation, and
Durability are the most tractable and powerful construct for managing concurrency, allowing
multiple clients to simultaneously read and write data without fear of conflicts. Transactions
serve as a building block for abstractions upon which additional functionality can be
constructed.

Motivated by the limitations of less than full consistency, academic researchers have continued
to work on distributed database designs that support full ACID transactions. Two recent
research systems in this space are CloudTPS and Calvin, which have a common design feature
of separating transactional processing into a layer above the distributed storage.

In CloudTPS [10], applications issue transactions to a Transaction Processing System (TPS),
which corresponds to the transaction manager of a conventional system. The TPS is composed
of a number of Local Transaction Managers (LTMs), each of which is responsible for a subset
of data and which thereby distribute the load of transaction processing in a scalable manner.
TPS employs the Two-Phase Commit (2PC) protocol. Its designers “observe that CloudTPS is
mostly latency-bound.” Relating to the use of 2PC, the “main factors influencing performance
are the network round-trip times and the queuing delays inside LTMs. CloudTPS is therefore
best suited for deployments with a single data center.”

Calvin [11] aims to provide a scalable, distributed database with “high availability and full
ACID transactions” on top of an underlying non-transactional storage system. A control layer
above the storage system handles distributed transaction processing and replication
management. Calvin manages distributed transactions using a deterministic locking protocol that
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eliminates the need for a distributed commit protocol. When multiple nodes need to coordinate
on transactions, they do so “before they acquire locks and begin executing the transactions,”
allowing maximal “concurrency in transaction execution.”

The deterministic protocol requires all transactions to be executed in a batch mode managed by
sequencers and schedulers distributed across multiple nodes. “Calvin divides time into 10-
millisecond epochs” during which transaction requests are collected at each sequencer. “At the
end of each epoch, all requests that have arrived at a sequencer node are compiled into a batch.”
The batches are then replicated across nodes and arranged into a global transaction order by the
schedulers. The main limitation of this design is that it gives up the ability to non-
deterministically abort or reorder transactions during execution.

For replicating transaction requests, Calvin supports both an asynchronous replication mode and
a Paxos-based synchronous replication mode. In the synchronous mode, “all sequencers within a
replication group use Paxos to agree on a combined batch of transaction requests for each
epoch.” The current implementation relies on ZooKeeper for Paxos, although the designers note
that latency could be improved by “implementing a more streamlined Paxos agreement
protocol.”

Achieving High Performance with Full ACID

A recurrent theme in the NoSQL literature is the need to handle partitions and, in particular, to
trade off consistency and availability in the presence of partitions. For example, Brewer [3]
advocates a design strategy in which systems “detect partitions, enter an explicit partition mode
that can limit some operations, and initiate a recovery process to restore consistency.”

There is, however, another perspective, one that may prove both simpler and more powerful.
According to this perspective, the fundamental problem of distributed systems is not partition
but concurrency. Even without partitions, concurrency creates the possibility of conflicting
operations and the need to handle them. Once one decides to handle concurrency through
transactions, partition becomes a special case of latency. If one node sends a message to another
and receives no response within an acceptable interval, the sender may not know if the
connection to the receiver is down or if the receiver’s response is just delayed in processing, and
in the end it doesn’t matter. In this light, one can treat partition as an increase in latency beyond
a threshold of acceptability as observed by some node.

Hence, a system that supports transactions doesn’t need a special partition mode. In the presence
of partitions, transactions may fail, but transactions sometimes fail in any case. The challenge
then becomes to always maintain consistency and, subject to that constraint, maximize
performance.

Conclusions

There is an emerging understanding within the NoSQL community that the CAP property of
consistency is crucial for applications in which developers must maintain data invariants while
performing concurrent updates. Giving up that consistency for an eventual consistency model
creates a technical debt that is borne by the developers making use of the data store. Many
NoSQL designers are therefore exploring a return to transactions with ACID properties as the
preferred means of managing concurrency for a broad range of applications. Through the use of
tailored optimizations, designers are finding that implementation of ACID transactions need not
sacrifice scalability, fault-tolerance, or performance.
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Saga JavaScript Code Coverage Analysis

Timur Strekalov, timur.strekalov [at] gmail.com
Zimory, http://zimory.com/

Saga is an open-source tool designed for JavaScript code coverage analysis. Written in Java, it
aims at enabling easy and straightforward integration with various build cycles, providing
support for different build tools, such as Maven and Gradle, and a command-line
implementation mostly as a fallback solution when neither Maven nor Gradle are a good fit for
your Continuous Integration environment.

Web Site: http://timurstrekalov.github.com/saga
Version tested: 1.3.3
System requirements:
Java 6+ for the core and the CLI tool
Maven 2.2.1 or 3.0.3 for the Maven plugin
Gradle 1.2 for the Gradle plugin
Any modern browser (Google Chrome, Mozilla Firefox, Safari) for viewing the HTML reports
License & Pricing: Open Source, Apache License, Version 2.0, Free
Support: Issue tracker at https://github.com/timurstrekalov/saga

Introduction

Writing automated tests is an essential part of software development, and unit testing the
simplest and fastest way to prove the validity of your code. Since unit tests are designed to
verify the correctness of specific units of your application in separation (such as classes in
object-oriented programming), it is rather beneficial to know how much of the given unit is
actually covered by the test.

For example, if your JavaScript function has 30 statements in it and you are writing a unit test
for this function, it is very useful to get a visual representation of the statements currently
covered as well as missed ones. Not only you would see that the current test covered only 24 of
the statements, giving you 80% code coverage, but you could actually see the statements that
were missed because of the code paths that the test has chosen.

Some teams establish certain standards for their code, setting a percentage of the code that must
be covered by unit tests (e.g. 90%), and code coverage tools such as Saga allow them to track
the quality of their code. Moreover, some teams configure their Continuous Integration servers,
such as Jenkins, to fail the build if it does not meet the acceptable code coverage threshold.

Design principles

Saga was envisioned and designed from ground up as a tool that would allow people of very
different skill sets, not only software developers, to customize their build cycle and use the
appropriate implementation to suit their needs, without too much effort. It is highly
configurable, but strives to provide sensible defaults for most of the parameters, requiring only
three configuration items to be specified in order to produce a coverage report.

http://zimory.com/
http://timurstrekalov.github.com/saga
https://github.com/timurstrekalov/saga
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Key features

Dynamic instrumentation

One of the biggest advantages of Saga is that it instruments your JavaScript code on the fly, as
opposed to doing static instrumentation first and then running the tests against the instrumented
source files. This saves the user a lot of trouble trying to figure out what they have to configure
and run, and alleviates the pain of understanding what instrumentation is all about. All the user
has to do to generate a code coverage report is:

• point Saga to the base directory of their source codebase, such as “src”;

• provide at least one name pattern of the tests to be run, such as “**/*Test.html;

• specify the output directory for the coverage report, such as “target/coverage”

That's it. Three very basic things one would want to configure anyway, and it is enough to free
the user of the worries of the details such as instrumentation and let them have what they want.

Two types of coverage reports

Saga can generate two different types of reports:

• Total coverage report – a coverage report indicating all statements that were covered by all
the tests that had been run.

• Per-test report. Unit tests are designed to cover a specific unit of your code, and it is very
desirable that the coverage of one unit would not be affected by another unit's tests. While a
total coverage report can show that a unit has 100% coverage, it might mean that it was
referenced by tests that are not really testing this particular unit – it might even be possible
when there are no tests for that unit.

A per-test report shows only the coverage of the code by each unit test. This is why it might
be useful for determining whether the test that was designed to validate a unit is actually
properly covering it.

Accurate results

One of the problems with generating a JavaScript code coverage report is that there is a big
difference between what code is being loaded during a test run and what code needs to be tested,
ergo, what code needs to be included in the report. It might be absolutely possible for a
codebase of 100,000 lines of code that has one unit test to get a result of 100% code coverage
from the single test if we only consider the code that was in any way referenced during the test.

This is exactly why Saga allows you to configure the code that you would like to have covered
in order to discover the units that remain hidden from all your unit tests, allowing for the most
accurate code coverage results.

Testing framework-agnostic

Even though Saga provides an example on how to integrate it with a testing framework for just
Jasmine (in fact, using the jasmine-maven-plugin, to be precise), it can work with pretty much
any testing framework that runs the JavaScript tests using HTML “runners” – files that wire up
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the code of the framework itself together with your tests in order for the latter to be executed
from within the browser.

There is an idea to allow running testing scripts directly, but this feature is currently not
supported in version 1.3.3. Saga can only execute tests that you would be able to execute using a
normal web browser.

High Performance

Saga is by default configured to execute tests concurrently, making use of all of the computing
power available in the machine. Instrumentation itself takes a fraction of the time, as does the
fact that instrumented code gets somewhat slower due to the extra statements that are the core of
code coverage generation being introduced into the code; all of this adds up, so making use of
all of the cores of the CPU makes the whole process much faster.

Neat coverage report

By default, Saga produces two different types of coverage reports: one in HTML and one in a
raw LCOV format, which can be read by Sonar, for example. The former, however, is a very
slick interactive report that shows various code coverage statistics and allows you to see the
actual statements that were covered and missed. It was designed by Marat Dyatko, an engineer
with a great taste (when it comes to design), to whom I owe a debt of gratitude for taking the
time to make the HTML report look as great as this:
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Starting with version 1.3.3, Saga also provides support for generating PDF and CSV reports in
addition to the HTML and LCOV formats.

Implementations

Core

Saga integrates with build tools through a plugin system, so you should be able to get all the
features with any implementation that fits your needs. Saga currently has implementations for
two major build tools, Maven and Gradle.

If you are using any build tool other than Maven or Gradle it might seem like you cannot use
Saga, which, luckily, is wrong. First of all, you should consider submitting a feature request by
going to the GitHub page and creating a new issue, or better yet, if you have experience with the
concerned build tool and have the time to contribute an implementation, I will be happy to help
you with it. In the meantime, while the plugin for your favorite build tool is under development,
you still want coverage reports, so the solution is to use the command-line tool.

Maven

Maven is a tool that is widely used for building projects, with a lot of raw power under the hood.
One of the most beneficial features of Maven are the plugins, which allow people to customize
their builds however they see fit.

Saga has a Maven plugin that is available from Maven Central. This means that a default
installation of Maven would immediately have access to the plugin, allowing for easy
integration with any build. To configure the Saga Maven plugin, just add the following basic
lines to their “pom.xml” file:
<plugin>
    <groupId>com.github.timurstrekalov</groupId>
    <artifactId>saga-maven-plugin</artifactId>
    <version>1.3.3</version>
    <executions>
        <execution>
            <phase>verify</phase>
            <goals>
                <goal>coverage</goal>
            </goals>
        </execution>
    </executions>
    <configuration>
        <baseDir>src</baseDir>
        <includes>**/test/javascript/**/*Test.html</includes>
        <outputDir>${project.build.directory}/coverage</outputDir>
    </configuration>
</plugin>
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Gradle

Gradle has been gaining popularity as a build tool, which is not surprising given that it allows
for expressive configuration using a Groovy DSL, and because it enables using Groovy code in
the build configuration descriptor. Thus, after a submitted user request, a Gradle plugin was
born.

Gradle configuration is even simpler. This is what a typical “build.gradle” file might look like:
Buildscript {
    repositories {
        mavenCentral()
    }

    dependencies {
        classpath group: 'com.github.timurstrekalov',
                name: 'gradle-saga-plugin', version: '1.3.3'
    }
}

apply plugin: 'saga'

saga {
    baseDir = new File('src')
    includes = '**/test/javascript/**/*Test.html'
    outputDir = new File('build/coverage')
}

Command-line

The command-line tool is basically a JAR with all the dependencies included. It works just as
well as any other implementation, and using it is very simple:
java -jar saga-cli-1.3.3-jar-with-dependencies.jar \

--base-dir src \
--include **/test/javascript/**/*Test.html \
--output-dir target/coverage

Future of Saga

As of the time of writing this, the GitHub issue tracker for Saga counts 9 open and 68 closed
issues, and 23 of the closed ones were requests for enhancements, which I always happily
welcome. The currently open requests, among others, include:

• Branch coverage

• Running tests off a web server instead of the filesystem

• Report aggregation

There are many more improvements yet to come, and the only problem I am having is the lack
of time to develop new features, so sometimes I have to concentrate on bugs and allow the
features to brew for some time before implementing them.
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So, I have to throw in a shameless plug and urge you to contribute to the project. There are a lot
of things that could be added and improved, and the core instrumentation code is pretty stable,
so you most likely would not have to touch it. Some people have already solved their and
someone else's tickets, which is admirable and I am truly grateful for that.

However, the project needs more ideas and contributions from the community, so if you speak
Java, please, do not hesitate to check out the code (there is not a lot of it anyway, nothing to be
scared of), play with it and pick up a ticket to solve – or come up with improvements that you
would like to see.
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Behat: The BDD library for PHP

Gonzalo Ayuso, @gonzalo123, http://gonzalo123.com/

Behat is an open source Behavior Driven Development (BDD) framework for PHP inspired by
the Ruby Cucumber BDD framework.

Web Site: http://behat.org/
Version tested: 2.4.*@stable
System requirements: PHP>=5.3
License & Pricing: Open Source, MIT license, free
Support: Website, Community

What’s BDD? Simple question. BDD is an acronym of: Behavior Driven Development (maybe I
prefer to use “Design”, instead of “Development”). If we want to speak about BDD, first we
need to speak about TDD (Test-Driven Development/Design). Maybe you are familiarized with
TDD. TDD is a Software development process. The idea of TDD is simple. When we want to
write code, first we write one failing test (Red). Then we write the code to pass this failing test
and finally our test passes (Green). After several Red-Green cycles we can Refactor (we only
refactor on green). The motto of test-driven development is "Red, Green, Refactor.".

OK. More or less TDD is simple. There’re are several Tools in PHP and probably the most
important one is PHPUnit. [1] PHPUnit is the “standard” tool for unit testing in PHP, indeed.
But this article is about BDD, What’s the difference between TDD and BDD?. According to two
of the most important actors in the Development scenario, Robert C. Martin and Kent Beck
(notice that I stand up when I speak about those two people) there isn’t a simple answer. Robert
C. Martin (a.k.a. “Uncle Bob”, the writer or the new developer Bible “The Clean Code”) “BDD
is just TDD”. By the other hand Kent Beck (one of the founders of the Extreme Programming
(XP) and the Agile Manifesto), thinks that TDD is one part of BDD. Without TDD we cannot
work with TDD. BDD extends TDD to one higher level

A little mess, isn’t it? In my humble opinion BDD is the same idea but maybe it can be use for a
broader audience. It isn’t only focussed on developers. With BDD, managers, and business
owner can play an important part within the way of design software.

Too much philosophy, isn’t it? Let’s play with something more concrete and let’s speak about
the subject in question: Behat. [2] Behat is Behavior Driven Development framework for PHP
applications inspired in a famous Ruby’s tool called Cucumber. [3] The idea of Cucumber (and

http://twitter.com/gonzalo123
http://gonzalo123.com/
http://behat.org/
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Behat) is to create human readable sentences to describe our application. Notice the “human
readable”. That means that everybody can read the features of our application. No matter if the
reader is a developer or a business owner. Everybody can read it and contribute. To do that
Behat implements a tool called Gherkin. Gherkin provides us a natural language, easy to
understand and communicate with the client but it’s also well defined and it’s easily automated
with software tools. Do you want an example? A good one can be taken from the Behat’s
project page:

Scenario:
    Given I am in a directory "test"
    And I have a file named "foo"
    And I have a file named "bar"
    When I run "ls"
    Then I should get:
      """
      bar
      foo
      """

This code is just a specification of a program. As you can see is readable, and with a glance you
can figure out how it works. But it isn’t only a simple documentation. It uses Gherkin, and
Gherkin can be interpreted by a software (Behat in our case). That’s means that this piece of text
“compiles” and we can use it to test our application. It’s an agreement that our program must
fulfill. Interesting, isn’t it?

With Behat we define “Features”. Each feature has its file with the extension “.feature”.
Features are different points that our program must fulfill. In each feature file we define
different Scenarios. The example above is just one scenario from our program. Scenarios have
Steps. In our example we have five steps. It’s pretty straightforward. But if you are reading this
article, probably you are a developer and developers prefer code than boring text, so let’s create
an example from scratch using Behat. In this example we are going to develop String Calculator
[4] Coding Kata (at least the first steps). If you are not familiarized with Coding Kata, it is a
term borrowed from martial arts. They are simple exercises that help us to improve our skills.
The aim of a Kata is not to solve the exercise that is normally very simple. The aim is to grow as
a developer solving the exercise again and again, using different approaches and perspectives
within each iteration.

OK. Having said that let’s start with our String Calculator. First we prepare our environment.
We are going to use composer to perform this task. So let’s include the Behat library in our
composer.json file as it is well documented in Behat’s project page:

{
    "require":{
        "behat/behat":"2.4.*@stable"
    },
    "minimum-stability":"dev",
    "config":{
        "bin-dir":"bin/"
    },
    "autoload":{
        "psr-0":{
            "":"lib/"
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        }
    }
}

We execute “composer install” and Behat is installed. Now we are going to initialize Behat
within our project:

./bin/behat --init
+d features - place your *.feature files here
+d features/bootstrap - place bootstrap scripts and static files here
+f features/bootstrap/FeatureContext.php - place your feature related code here

This script creates the file structure needed to run Behat. So now we are going to create our first
feature in “features/StringCalculator.feature”. This feature will have our first scenario. Just the
first step of the kata: “Add an empty string returns 0”

Feature: String Calculator

  Scenario: Add an empty string returns 0
    Given StringCalculator instance
    When I Add ""
    Then I expect it to return 0

Now we can run Behat to check our application:

./bin/behat
Feature: String Calculator

  Scenario: Add an empty string returns zero # features/StringCalculator.feature:3
    Given StringCalculator instance
    When I Add ""
    Then I expect it to return zero

1 scenario (1 undefined)
3 steps (3 undefined)
0m0.048s

You can implement step definitions for undefined steps with these snippets:

    /**
     * @Given /^StringCalculator instance$/
     */
    public function stringcalculatorInstance()
    {
        throw new PendingException();
    }

    /**
     * @When /^I Add "([^"]*)"$/
     */
    public function iAdd($arg1)
    {
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        throw new PendingException();
    }

    /**
     * @Then /^I expect it to return (\d+)$/
     */
    public function iExpectItToReturn($arg1)
    {
        throw new PendingException();
    }

Confused? Maybe the first time but if we read the output of the script we will realize that it’s
very simple. We have written our first feature file with the specification, but Behat is not a
wizard. It won’t write the code for us and it also doesn’t know how to check if our application
works according to our feature file. But at least it helps us with the process. We only need to
copy the hints that Behat throws us in bootstrap/FeatureContext.php. Now we run again Behat
and:

./bin/behat
Feature: String Calculator

  Scenario: Add an empty string returns zero # features/StringCalculator.feature:3
    Given StringCalculator instance          # FeatureContext::stringcalculatorInstance()
      TODO: write pending definition
    When I Add ""                            # FeatureContext::iAdd()
    Then I expect it to return zero          # FeatureContext::iExpectItToReturnZero()

1 scenario (1 pending)
3 steps (2 skipped, 1 pending)
0m0.047s

Now is different. Behat tell us something like: “I notice that there’s one scenario with three
steps, but it fails.” That means that we need to define those steps. Let’s start with the first one.
Now we replace the original stringcalculatorInstance function with:

    private $stringCalculator;
    /**
     * @Given /^StringCalculator instance$/
     */
    public function stringcalculatorInstance()
    {
        $this->stringCalculator = new StringCalculator();
    }

We also need to create the StringCalculator class. We create it in the lib directory.

<?php
class StringCalculator{}

Now we can run behat again and …

./bin/behat
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...
1 scenario (1 pending)
3 steps (1 passed, 1 skipped, 1 pending)
0m0.054s

First step is green. Good!. Let’s go with the second one:

    private $textToAdd;
    /**
     * @When /^I Add "([^"]*)"$/
     */
    public function iAdd($text)
    {
        $this->textToAdd = $text;
    }

And our behat execution:

./bin/behat

...
1 scenario (1 pending)
3 steps (2 passed, 1 pending)
0m0.048s

Now we are going to face the most important step within our scenario “Then I expect it to return
0”. Behat doesn’t have any assertion library. We can use any library, but it fits perfectly with
PHPUnit, so we only need to include PHPUnit in our composer.json file:

...
"require":{
        "behat/behat":"2.4.*@stable",
        "phpunit/phpunit": "3.7.13"
    },
...

Now if we update our run “composer update” again and uncomment the PHPUnit include in our
FeatureContext.php we can use assertions in the same way than we use them with PHPUnit

    /**
     * @Then /^I expect it to return (\d+)$/
     */
    public function iExpectItToReturn($expected)
    {
        assertEquals($expected, $this->stringCalculator->add($this->textToAdd));
    }

Now our Behat execution fails, (remember: red first), but we can fix it:

class StringCalculator
{
    public function add($text)
    {
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        return 0;
    }
}

Now everything works:

./bin/behat
Feature: String Calculator

  Scenario: Add an empty string returns zero # features/StringCalculator.feature:3
    Given StringCalculator instance          # FeatureContext::stringcalculatorInstance()
    When I Add ""                            # FeatureContext::iAdd()
    Then I expect it to return 0             # FeatureContext::iExpectItToReturn()

1 scenario (1 passed)
3 steps (3 passed)
0m0.056s

Our first feature works, let’s go to the second one. Now we are going to check “Add "1" returns
1”. So we add another scenario to our feature file:

  Scenario: Add "1" returns 1
    Given StringCalculator instance
    When I Add "1"
    Then I expect it to return 1

As we can read our steps are the same than the first scenario, because of that if we run Behat
again, it will not say “Hey I don’t know how to implement your steps”. So we don’t need to
change anything within our FeatureContext.php file, we only need to change the implementation
of the StringCalculator to meet with the new requirements:

<?php
class StringCalculator
{
    public function add($text)
    {
        return $text == '' ? 0 : $text;
    }
}

And that’s all. Now our Behat again:

./bin/behat
Feature: String Calculator
...
2 scenarios (2 passed)
6 steps (6 passed)
0m0.065s
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We can keep on with our kata adding new features and implementing the appropriate
functionality. Remember: baby steps, first the failing the test, and then the code. As you can see
I like to use BDD in the same way than TDD. I hope this post has awaken your curiosity about
BDD and Behat, and I strongly encourage to finish the Kata. You can get this code from my
github account [5]. And remember: Red, Green, Refactor...
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LibrePlan Open Source Project Management

Javier Morán Rúa, jmoran [at] igalia.com
Igalia, http://www.igalia.com/

LibrePlan is an open source web application for project management that allows project
planning, monitoring and control. It allows planning the organization in a collaborative way and
has a multiproject scope, which means that the allocated resources are shared among projects.

Web site: http://www.libreplan.com
Version tested: LibrePlan 1.3.3
System Requirements: GNU/Linux operating system.
License and pricing: Free software. GNU Affero license.
Support: http://ask.libreplan.org

Main features and differential value

How are the projects planned?

LibrePlan planning is based on Gantt charts. There are many tools that use them, so you can
base your first opinion of the tool on them. LibrePlan has however some innovative features
regarding to standard Gantt charts.

The most important is the fact that, in the project planning tools, the Work Breakdown Structure
(WBS) is bounded element by element to the Gantt diagram. Each WBS leaf element is a task in
the Gantt chart and each WBS container is a task aggregate. Nevertheless, in LibrePlan a deeper
WBS and a more superficial Gantt can be configured by creating tasks bounded to WBS
containers. This is achieved by setting planning points in the WBS and doing it has the
advantage to enable the composition Gantt charts that are less complex and easier to handle than
the budgeted work requires.

With LibrePlan the company is planned in an integrated way

In the majority of project management tools, projects are considered in isolation. This means
that the projects are planned one by one and, as a consequence, the project managers do not
have a full picture of the company. In LibrePlan, users are aware of the global situation of their
organization by two means:

• The allocations done in any project are taken into account on assigning activities. This is a
very useful feature because it prevents errors due to not realizing that a worker being
assigned to a task is already busy because he is booked by another project at the same time.

• The user is provided with specific screens to analyze the company as a whole. There is the
company view, where all the projects being planned in the organization can be seen in a
graphical mode, and the resources load view, where the load of the resources is represented
over time through a chart. This chart enables the user to detect the time periods where the
resources are expected to work overtime and the periods they have spare time.

http://www.igalia.com/
http://www.libreplan.com/
http://ask.libreplan.org/
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Advanced resource categorization and group allocations

In LibrePlan workers are classified in a flexible manner according to multiple simultaneous
criteria that the users define and manage. The way of sorting the workers is by configuring the
criteria that they satisfy over time. The criteria are conditions that are relevant for planning
purposes. For instance, the user might create a criterion called company team, to track the
department a worker belongs to or another criterion called worker skill, to know the roles that
the staff is able to perform.

When it comes to plan, LibrePlan provides the user with two allocation models: specific
allocations and generic allocations. Specific allocations are the standard assignments that can be
found at any project management tool were specific worker is assigned to a task. Generic
allocations are a distinctive feature of LibrePlan. They are a way to do group allocations without
being concerned about the specific workers assigned.

The generic allocations are configured by specifying the set of criteria that the candidate
workers to be assigned must fulfill. When you apply them, the LibrePlan engine selects among
all the possible resources – the ones satisfying the required criteria – those less loaded and
allocates them.

Generic allocations allow managing the organization ability to do projects over time without the
need to do fine-grained project plans by using specific resource allocations. This is very useful
in industrial sectors where it is not required to know the specific workers that are allocated or in
order to apply strategies, like rolling wave planning, where the distant future is planned roughly.
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Monitoring the project cost in the project plan.

Besides planning the projects, you can monitor and control how the projects evolve during their
execution. This is done analyzing two dimensions:

• The project progress. LibrePlan tracks how the activities progress and when they are
finished. Progress values are represented graphically in the Gantt chart through bars painted
inside the tasks.

• The project cost. This is an important dimension, because a project usually is regarded as a
success if it finishes on time and with a cost equal or less than the initial budget. In this
regard, LibrePlan supports the following cost variables per task: the budget, the number of
dedicated hours and general expenses (materials, trips, etc). The project cost measurement,
either in hours or in money, is also represented graphically in the Gantt chart by using bars
on top of the tasks. They allow to control in a very intuitive way how much the task is
costing.

Advanced project management techniques: earned value management (EVM) and Monte
Carlo simulation

It is worth mentioning that LibrePlan incorporates two valuable and advanced techniques in the
project management field: earned value management (EVM) and Monte Carlo simulation.

The EVM is a standard method to analyze how projects evolve over time from two points of
view: time and cost. On one side, it measures if the project is ahead of or behind schedule and,
on the other side, it allows to compare the costs spent so far with the budget to achieve the
current work completed (progress measured). But what is more interesting is that the EVM does



LibrePlan

Methods & Tools * Spring 2013 * Page 46

not feel satisfied with providing these pieces of information for the current situation but it makes
a projection into future with the current trend. The project manager can see how things will
evolve and if he does not like what he sees, he has enough time to react and make corrective
decisions. The EVM technique is incorporated transparently in the Gantt chart screen through a
bottom chart.

The Monte Carlo simulation purpose is to tackle the uncertainty that the real world has. Most of
times what we plan is not exactly what finally happens. There are so many variables that it is
impossible to have everything under control. As we cannot do anything to change this situation,
this technique proposes to face up with it by calculating the probability distribution of the
project end date. To do it, the user provides the optimistic, pessimistic and average times of the
project activities belonging to the critical path. LibrePlan there has a dedicated screen for
calculating the Monte Carlo simulation.

Collaborative and real-time planning

LibrePlan was created with the goal to allow all the stakeholders to access easily the project
plan to see how projects evolve and to contribute to their planning/monitoring. They do it by
interacting with the application and by feeding it with the data under their responsibility.

Several mechanisms to enable collaborative planning are included in the project:

• There is a comprehensive permission system with individual permissions and profiles that
are a collection of permissions. Users can be granted with profiles and permissions.

• There is a specific permission system for projects. The administrators can grant the users or
profiles with the permission to access a project in read-only mode or with a permission to
read and update the project.

• There is a special type of resources, called bounded workers, which are attached to users.
These users perform the role of real workers who are assigned to the project activities over
time. Besides, these users have a personal area, called personal dashboard, where their
personal planning information is visible: the tasks assigned to them, their personal
timesheets, where they can store the work hours they dedicate in the tasks over time, their
expenses, etc

LibrePlan collaborative and real-time capabilities provide transparency with customers. This
can be a valuable differential factor for the organization to stand out over their competitors.
Project managers might create one or more users for the customers with the right privileges to
enter in the LibrePlan installation and to check in real time how the project is evolving.

Outsourcing capabilities

Nowadays more than ever companies are used to collaborate to carry projects on. They usually
outsource some tasks because they do not have suitable or free resources to do them on their
own.

In this scenario, where outsourcing is a common practice, the success of the projects depends for
an important percentage on the capacity of the subcontractors to deliver the work on time. For
this situation, LibrePlan has a built-in module with outsourcing capabilities.

The project manager has the option to configure an activity in the project Gantt charts as
outsourced instead of allocating it to internal employees. If the subcontractor has LibrePlan
installed too, he can send the outsourced work automatically to the LibrePlan customer
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deployment. Customers and providers can exchange several data related to the outsourced
projects: the provider can send progress reports that are transparently integrated in the original
Gantt chart, the customer can request changes in the deadline date and the providers, in turn, can
report the actual date when they will finish to their clients.

Easy integration with other software

A project management software is only an additional piece in the ecosystem of the IT
architecture of a company. The standard situation is that there are often other applications in use
like a CRM to manage the customers, an ERP program, issue trackers for operations
management, time tracking systems, etc. As a consequence, it is common that the application
data sets are not completely separate but that there is some level of data redundancy.

When the above situation happens there are two approaches to proceed: synchronizing all the
programs which share a piece of data when it is created, modified or deleted manually or
developing some automatic way of synchronization. This last approach is initially more
expensive, because of the time needed to program it, but it is the winning strategy in the
medium and long term because it saves a lot of time and avoids a many frustration due to
performing synchronization in a repetitive and error prone way.

If LibrePlan is one of the systems involved in the synchronization task, it is important to know
that it is already prepared for being integrated easily with other tools. In this way, choosing the
automatic way to do the synchronization is likely worth in most cases.

The freedom of a bluntly full free software solution

Although there is out there a wide shared body of knowledge on project planning, it is also true
that not all the companies do the same when it comes to plan. Planning is a complex task and the
different procedures to accomplish it are influenced by many factors: the sector the company
belongs to, the type of projects that the company do, the organization idiosyncrasy related to the
importance given to planning, etc

Thus organizations have often to customize the chosen planning tool if they don't fine one that
fulfills exactly its expectations and needs. When this happens, choosing a free open source
software solution is, without any doubt, the best option: you have access to the source code and
you have the right to modify it as you wish. LibrePlan is licensed under AGPL, the license
recommended by the Free Software Foundation for web applications.

Summary

LibrePlan is a free software project planning, monitoring and control tool that comes with a lot
of features and that is a valid alternative to proprietary solutions that still dominate the project
management solutions market. LibrePlan runs on the web, is collaborative and can be adapted to
satisfy the specific needs of the organizations. Definitely, it is a serious candidate to take into
account when choosing a project planning application.
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Testing Android with RoboSpock

Wojtek Erbetowski http://erbetowski.pl
Polidea Sp. z o.o. http://polidea.pl

Introduction

This article describes RoboSpock, a test framework for Android that provides an easy way of
writing Behavior Driven Development (BDD) specifications with Groovy language and
supports the Google Guice library. It combines two main solutions in the area: Robolectric and
Spock framework.

Web Site: https://github.com/Polidea/RoboSpock
System requirements: Java SE 6
License & Pricing: Open Source under Apache2 licence

Motivation

Java development has come a long way to be where it is right now. Getting through the
problems of early enterprise beans, fighting the hangover of heavy, stateful services and getting
out of the clutches of xml-configuration-over-all corporate patterns was quite an adventure.
Nowadays, playing nicely with alternative languages and modern frameworks to provide the
pleasure of automated testing, writing pure business logic without a plethora of boilerplate code,
you can look back at the Android platform with pity, as you can see many of these mistakes
repeated.

I believe the lack of very important tools (e.g. Aspects Oriented Programming, BDD
frameworks) is temporary and developed a way to bring one of the most powerful BDD
frameworks, together with the mighty Groovy language [1] to the testing of Android
applications. And this means testing with the greatest pleasure: writing blazing-fast, expressive
unit tests.

This article brings to you two solutions at once: Robolectric [2], a testing library enabling
running Android code on Java Virtual Machine (JVM), and Spock [3], a superb expressive test
framework for Groovy. It presents, RoboSpock [4], the tool to glue them together. Enjoy the
journey.

From writing tests to creating specification

Test Driven Development (TDD) is easy to learn, but hard to master [5]. There are many
promises of TDD, like making fast, fearless changes, or building better architecture. But you
have no chance of getting them or mastering the practice if you simply don’t like writing tests.
And if your environment is causing you mostly troubles you will hardly ever like it. And you
should. This is why useful tools make the difference.

Spock framework is the new era BDD [6] framework. It provides handy tools for writing tests in
given-when-then format, integrated mocking and parameterization. Since there is no better way
to present a test framework than with examples, let’s jump right into the middle of a sample
specification.

http://erbetowski.pl/
http://polidea.pl/
https://github.com/Polidea/RoboSpock
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def ‘login activity initializes with non-null fields’() {
  given:
    def activity = new LoginActivity()

  expect:
    activity.onCreate(null)
    activity.”$field” != null

  where:
    field << [‘mode’, ‘displayName’, ‘loginView’]
}

As you can see, Spock provides labels to separate different parts of your specification. This is a
small thing that makes a huge difference: readable specifications with clean logical flow. The
second thing is parameterization, the way you may specify parameters for independent test runs
in Spock is the DRYest option you can get.

When you actually run this specification for LoginActivity class, that extends Android Activity
base class it fails - java.lang.Exception: Stub! is what’s every Android developers knows too
well. This is how far we can get into testing Android on JVM. Not far enough, is it?

Classloaders for help

Why can’t we run a single Android class locally? Because android.jar - a library provided to
enable compilation with Java compiler - contains all of the interfaces, classes and statics, but not
one implementation. The proper classes are provided by Android OS at runtime.

Since we are not able to run a single Android class outside of an Android device, because of
failing static initialization blocks, we need to trick the runtime to use the implementation classes
instead of the default stubs. The mechanism that allows us do that is called Classloader and is a
part of Java since it’s early times.

When running the test we may switch the system classloader to serve our classes instead of the
original ones. To do that we need to provide an implementation class, a so-called shadow class
that would shadow the stub and return a proper result.

Robolectric

Robolectric is a library that does exactly what’s described above. It provides lots of reasonable
implementation for Android classes (mostly moved from Android sources) in shadow classes. In
addition it provides a classloader (built on top of Javassist library) to switch the classes at the
time of class loading. Finally the embedded JUnit test runner encapsulates all that functionality
into a test case.

The following JUnit test represents usage of Robolectric support to test the same thing as
before, checking whether Activity properties were initialized with non-null values.
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@RunWith(RobolectricTestRunner)
class LoginActivityTest {

  @Test public void construstorShouldInitializeAllProperties() {
    // given
    LoginActivity activity = new LoginActivity();
    activity.onCreate(null);

    // expect
    assertNotNull(activity.getMode());
    assertNotNull(activity.getDisplayName());
    assertNotNull(activity.getLoginView());
  }
}

Not so effective as before, but this allowed us to see the green bar! Now we might say that’s
enough. Robolectric doesn’t provide any option to use Spock framework, but finally we are able
to run a simple test on a JVM, which is fast enough to satisfy a regular TDD red-green-refactor
lifecycle [7].

Meet RoboSpock

As you can see Spock is definitely an interesting tool. I believe there are not many people who
choose to get back to the tools used before using Spock. Unfortunately it was unavailable for
Android developers. Our need for such a tool led us to create Robolectric integration for Spock.
This is how RoboSpock was born as a powerful tool, that lets you run simple specifications
against your mobile application code and executes fast using IDE’s support for JUnit tests
(works on every modern IDE).

RoboSpock is available through Central Maven Repository and sources (with examples) are
available on GitHub.

Capabilities

RoboSpock lets you work with Views, Activities, Async tasks, database and lots of other
Android specific libraries. In addition of the tens of Robolectric built-in shadow classes, you can
provide your own shadows to fill missing implementations or to simply adjust to your needs.

On the other hand RoboSpock gives you full access to Spock mechanisms, that means simple
extension API, built in mocking support, descriptive parameterizations, readable structure and
more.

RoboGuice and RoboSpock

There is no better partner for unit testing than the dependency injection design pattern. It lets
you separate object under tests from the rest of the environment and focus on testing single
module. Currently the most popular solution for Android development is RoboGuice [8], which
is an Android mod of Google Guice [9] DI framework. That’s the main reason why we decided
to provide basic support for Guice tests in RoboSpock.
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This code example presents the usage of creating Guice injector to provide Guice managed
objects into the test.

class TaskActivitySpecification extends RoboSpecification {

  @Inject WebInterface webInterface

  def setup() {
    inject {
      install new TestTaskExecutorModule()
      bind(WebInterface).toInstance Mock(WebInterface)
    }
  }

  def "should display text from web"() {
    given:
    webInterface.execute(_) >> "Hi!"
    def taskActivity = new TaskActivity()

    when:
    taskActivity.onCreate(null)

    then:
    taskActivity.webTv.text == "Hi!"
  }
}

Summary

The young RoboSpock library lets you work with beautiful Groovy specifications on a daily
basis with you Android applications. Thanks to the glue work between Robolectric and Spock
framework you are able to take advantage of both these tools and test your application without
slightest complexes. I hope you find it helpful.
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