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The Methods & Tools Award for the Best Software Developer Goes to....

I was recently asked to promote some awards around Agile. I wasn't interested about this,
especially as it seems that nominees can submit their own names. Some days later, I found an
update on a professional social network where one of the nominees was sharing this "honour"
and many people congratulate him. This editorial is not just to make fun at a specific person or
award, but to discuss the values of awards. The truth is that most of these awards are just plain
marketing tools. They make the people or companies that receive them proud and they spoke
about it, which is what the people that produce them want. If you are a blog that nominates the
20 best Java conferences or a magazine that make a list of the 50 best open source frameworks,
you are pretty sure to get in return a lot of publicity exposure around the web or in the press. It
is a little bit like the companies that communicate about their presence in the famous magic
quadrant, not knowing that for most of them, the Bermuda triangle of oblivion is their next
destination.

Not all awards are bad and I am not in the best position to judge people that create them for
marketing purposes. My point is that people that receive the "award" should understand more
the true reason of the award before bragging about it. I know it is more valuable to have "Best
conference" badge than a "Best web site and social media activity for a conference". I have been
included in some "100 bests blogs" lists and frankly, I didn't see why I deserve it as just surfing
the web I could witness many more people writing with more dedication. They might just not
appear in Alexa rankings. Most of the time, the criteria for selecting the nominees and
attributing the awards are unknown or strange. I have seen that having an e-mail instead of a
contact form on a web site will add one point in conference ranking that strangely has no section
to evaluate the quality of the presenters. Do you think a conference it is better because it hosts
Mike Cohn and Jeff Sutherland as keynotes or because there is an e-mail and sponsors on its
web site? The next time you hear about an award or a nomination, try to dig a little bit further to
assess its value, even if you can be happy for the person that receives it. In the meantime, I think
of the all unknown software developers, testers or project managers that work hard to carry on
software development project, trying to shield themselves from the politics battles that are
fought above their heads and keeping a balanced life to spend time outside work with the people
they like. The Methods & Tools award is for you.
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An Ethnographic Approach to Software

Kelly Moran, @Kel_Moran
Senior Design Researcher, projekt202, https://projekt202.com/

Ethnography claims its roots from the field of anthropology. How can a method used for such a
seemingly exotic purpose be useful in the modern world of software design? Revealing and
most importantly understanding user needs requires sensitivity, empathy, and a disciplined
approach – all of which can be found within ethnography. This paper will outline the basic
components of an ethnographic perspective, demonstrate the use of ethnography in user-
centered design research, and highlight how the impact of this research ripples through the
software development process.

There is a story they used to tell new US Peace Corps volunteers during their initial training.
Imagine two tribes living on an island. One tribe wears blue lenses and sees everything in
shades of blue. The other tribe wears yellow lenses and sees everything in yellows. The two
tribes don’t get along very well, since they see things so differently. One day, a member of the
blue tribe gets an idea. She decides to put on a pair of yellow sunglasses and observe the yellow
tribe to see things the way they do. She returns in a week and her fellow members of the blue
lens tribe eagerly inquire what it was like wearing the yellow lenses and seeing things in the
way of the yellow lens tribe. The adventurous blue lens member exclaims, “It was so amazing –
everything was green!”

This narrative points out a primary principle of ethnography, and that is the acknowledgement
that everyone views the world through their own lens. Recognizing this lens, and that it carries
with it your own unique internal biases, assumptions, and understanding of the world in general,
is a critical part of the ethnographic perspective. There are several critical components to
understanding what ethnography is, all of which are important when applying this outlook to
software design and development.

What is Ethnography?

This buzzword has made its way from the academic halls of the social sciences, through the
varied landscapes of fieldwork, shaken up the world of organizational behavior, and landed
firmly in user-centered design research where it is often applied to software. A basic definition
of ethnography is a study of people and cultures, but it should be noted that ethnography is both
a process and a product. You “do” ethnography to produce “an” ethnography – meaning you use
a special set of methods and philosophies to create a written piece of work that describes and
interprets a culture or way of life.

When “doing” ethnography, the process is not one specific method. Instead it is an approach to
conducting research and as such it can utilize a variety of methods. These methods can include
participatory observation, contextual inquiry, semi-structured interviewing, and many others. In
order to take an ethnographic approach to understanding a group, such as the population that
makes up the users of your software, there are three key factors to keep in mind.

https://twitter.com/kel_moran
https://projekt202.com/
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Key Factors in Ethnographic Research and Their Application to Software

1. Description

One of the first requirements of an ethnographic approach is to focus on qualitative, or
descriptive, data. While quantitative, or numerical, data can provide a good supplement to
ethnographic research, the focus here is on description. The prominent anthropologist, Clifford
Geertz, has called for ethnographers to aim for what he described as “thick description.” Thick
description means providing not just the procedural or step-by-step actions being observed, but
also the context surrounding those actions. His classic example is the wink. An account of a
wink which does not meet the requirement of being thickly descriptive would be something like
“the closing and opening of one eye.” However, recounting that you saw Participant A close and
open one eye while looking at Participant B does nothing to explain what happened. Someone
may close and open one eye in order to let someone else in on a joke, or to flirt with that person,
or they may just be trying to blink a piece of dust out of their eye.

By omitting the thick description surrounding the act of winking – what happened before and
after the wink, the recent history of the two actors, the reactions of any other people observing
the action – you risk misleading your audience. By saying only, “Clara winked at Robert” you
leave interpretation up in the air, with potentially inaccurate results.

The need to provide thick description when studying users of your software is just as important
as in any other ethnographic research. If you only report to your team that you saw people use
the printer a lot, but you do not provide information on what was happening at the time or what
they were doing with the print-outs, it leaves little to work with when creating solutions. When
you research your users and how they interact with your software you have a responsibility to
provide data good enough to interpret their actions in a meaningful way.

2. Context

Closely related to the need to provide thick description in ethnographic research is the absolute
requirement that the research be conducted in context, or in the environment, of the people
being studied. This is often referred to as field work. Laboratory experiments, while useful and
valid as way to test scientific hypotheses, are not ethnographic. By observing, interacting, and
interviewing with a research population in their own environment you both literally and
figuratively meet them where they are. They are in a space where they are the experts and you
are there to learn from them. This can be a humbling experience, since as the researcher you
may initially know very little about how things work in this environment. This is the exact
environment though where, in the case of software design and development, you will want your
software to function optimally. Allow the research population to help you understand this
environment. More on that later.

I want to take a moment to make it clear that the ethnographic requirement of visiting the
environment in order to understand your users does not prohibit the use a lab setting to test your
software later. It just means that while you are figuring out what to build or how to greatly
improve something that is performing poorly, the context of the users is more important than the
controlled atmosphere of the testing room.
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Application to Software – Context and Description in Action

In a recent project researching how to make professional accounting software more efficient,
developers reported that users frequently complained attaching files took too many clicks. This
was confusing to the developers, because there were only a few clicks involved in the process.
By visiting the accountants, my research team saw that the files they needed to attach were
buried in layers and layers of folders, which was a result of the complex organizational work
they had to do. Aside from just being complex their work also required a high level of accuracy,
since millions of dollars were involved. With complexity and accuracy both at work the users
wanted to open and review a file before attaching it, to make sure it was the correct one. This
meant that first they would click folder after folder to open and view the file, and then in the
software they would drill down that same path to attach the same file. While we could not
eliminate the problem of complexity within each accounting department, we could support the
need for accuracy and reduce the number of times the accountants needed to drill down through
the files by letting them drag and drop instead of browse and select. Only by visiting the users in
context and in describing their actions and motivations could we help developers provide a
solution to a problem they could not understand from their desks.

3. Shared Perspective

The final key factor in using an ethnographic approach is incorporating both the participant and
the researcher perspective. In anthropology the participant perspective is called the emic
perspective, and it involves understanding how the group being studied sees, feels, and
experiences their world. Remember the blue lenses and the yellow lenses? The blue lens wearer
got close to understanding what it was like to be a yellow lens wearer, but could have learned
more with interaction and interviewing added into her observations. This would have helped her
understand goals and motivations - both important pieces of the emic perspective. Once these
are uncovered the viewpoints of the participants are then blended in with the insights and
interpretations of the researcher. This outside viewpoint is referred to as the etic (instead of
emic) perspective, and in software design and development it provides the balance that is
needed to make a project successful from a strategic business vantage point.

This need for shared perspective means that good ethnography is both participatory and
inclusive. In software design research, including user types of various roles, as well as subject
matter experts (either inside or outside the software company) and internal stakeholders is the
recommended way to ensure that all perspectives are considered. Listening to the users does not
just mean giving them what they ask for, it means making the effort to understand their wants
and needs and finding ways to meet those wants and needs in appropriate ways.

Application to Software – Blending Shared Perspectives

By automating the process of submitting legal documents to the court house, a software
development company was able to eliminate the time lawyers had previously spent physically
delivering those documents in person. The software company was sure they were providing a
high value product by giving time back to lawyers. Some lawyers and their support staff
however were disappointed with new system. They said it wasn’t really faster. When the
software company decided to send a research team to observe and interview lawyers, they were
admitting that they lacked the perspective to understand the problem. My research team
discovered that lawyers and their support staff were annoyed that by using the electronic
submission process, they no longer knew which court staff person was reviewing their
documents or why certain documents took longer to reach the judge. From the user’s
perspective, the process was unfriendly, unclear, and unhelpful in the case of submission errors.
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In fact, when errors occurred it could now take days to correct them – much more time then it
took to physically deliver and correct errors at the courthouse. The research team helped the
software company blend the user viewpoint with their own business perspective and we created
a status tracking system that let users see when the court opened the submitted files, which court
staff member was reviewing them, and when they reached the judge. The group is currently
working on making error messaging clearer and more helpful.

A more entertaining example of including the participant perspective while blending in your
own expert insights comes from the animated sitcom, The Simpsons. In one episode, Homer, the
patriarch of the family, is granted the opportunity to design a new car. He works for weeks with
the engineers, and they are told by their boss to listen to everything he says. The resulting car is
a malformed disaster and the car company suffers financial ruin. The engineers’ mistake was not
in listening to the user, it was in not listening enough and then applying their own expertise. For
instance, Homer put a glass bubble in the back of the vehicle for his kids, which made the car
ugly - not to mention unusable for anyone with small children which require close monitoring.
Homer put the bubble on the back so he wouldn’t hear the kids arguing. A better, and safer,
solution might have been an in-car entertainment system or some other creative way to keep the
kids out of trouble.

Axosoft Scrum - Click on ad to reach advertiser web site
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Review

The three key factors of qualitative description, environmental context, and shared perspective
are closely interrelated. They all require paying close attention to your users and being willing
to put yourself into the position of listening, instead of telling them how they’re doing it wrong.
Additionally, in order to achieve any of these requirements you must first have the desire to
understand the users of your software. It can seem challenging to get started. I will leave you
with a few tips for getting started.

1. Ask for help. Let your users know you want to learn from them. They will be more
welcoming if you approach them this way then if they think you are there to correct their
behavior.

2. Use an emergent research plan. A plan that can change and develop over the course of the
project is an acceptable and common part of ethnography. Go out and start learning. Adjust
as needed.

3. Set aside your current assumptions. Whatever you think is happening out in the world with
your software, clear that out of your head and start looking at everything like it’s unknown
territory. This is the surest way to generate new insights.

4. Listen actively. Take note of their ideas, and ask them “What problem does this solve?”
Their idea may be silly, but it came from a place of frustration, and that was the best
solution they could come up with. They aren’t software experts, so they did they best they
could.

5. Give something back. Your users (research participants) are giving you something, so be
sure to return the favor. Honor the idea or reciprocity.
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Testing Your Emotions

Stephen Janaway, stephen [at] stephenjanaway.co.uk
@stephenjanaway, www.stephenjanaway.co.uk

Paul* had noticed the strange behaviour earlier in the day. An application crash when using the
Phonebook application in this phone was a pretty serious thing, he thought. It certainly made
him feel frustrated with the application and it was definitely worthy of spending a bit more time
investigating. So he’d done just that, for most of the afternoon, systematically working his way
back through the tests he had run, trying to identify the exact steps needed to make reproduce
the crash. But now it was 7 PM, most other team members had gone home and yet he still could
not get those steps nailed…

Then finally, there it was. Add a contact, add a web address, edit that address, quit the app and
re-enter it, then browse back to that contact and edit it again. “Got It!’ He punched the air in
triumph and then thought about the next step. He’d just have to let the developer know straight
away.

Fortunately Jane was still in the office. So over to her desk he marched. “Got a great one for
you” he announced, “That code just isn’t what it should be”. He showed the bug to Jane. She
thought for a moment then replied. “No user would really do that thought would they?” she
replied.

Paul couldn’t contain his anger “They would” he shouted. “I’ve spent all afternoon finding this,
you need to fix this!” Jane was not convinced. Calmly she replied “I’m sure it is something we
can put in the backlog tomorrow”. “Tomorrow? No not tomorrow, you need to fix your bad
code now!” was the only part of the remaining conversation that’s fit for polite sharing.

Emotions and Testing

As testers, it is very important to be able to understand your emotions. They can be a great
heuristic which can guide your testing. But it is more than just that; understanding your
emotions and the effect that they can have on others who you work with in your team is a key
skill for all team members. One’s position within a team is often dictated by how well one can
interact with others in the team. People who express extreme emotional reactions to events,
particularly in cultures where this is not normal behaviour, risk becoming isolated and
ineffective. This can be a particular problem for testers who are typically fewer in number, and
frequently perceived to be the bearers of bad news. Paul’s behaviour above is not the best way
for anyone to act.

Numerous studies have shown that people who express positive emotions are happier and this
can lead to less health problems. Emotions can bias us. Understanding your emotions is not
easy, but being able to do so enables you to adapt to different circumstances and get a greater
awareness of yourself, which can help us all become better team members and testers.

Software can cause emotional responses in people and it is these responses that can also help
guide testing. But how can one go about understand emotions? What are emotions?

https://twitter.com/stephenjanaway
www.stephenjanaway.co.uk
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What Are Emotions?

Emotions are basic human responses to external events or objects and are experienced by
everyone. Brief in duration, they consist of a coordinated set of responses, and can be classified
as structural, behavioural and physiological. We believe they are as a result of evolution.
Emotions can bias us; they can affect how we work and how we are perceived. Some of us are
better at controlling them than others, and learning how to control emotional responses can be
an extremely useful tool for all of us.

We believe that emotions have a powerful effect on memory. There have been a number of
studies that have shown that our most vivid autobiographical events are based upon those which
caused significant emotional responses. As humans we remember those events with far greater
detail and clarity, leading to what is known as a negativity bias. It is likely that this is due to
evolution; when the human race was in its infancy our survival depended on progressing by trial
and error. This is what is more commonly referred to as the fight or flight response; survival
depending on establishing repeatable behavioural patterns through life and death situations. As
we evolved as a race, then this process of learning became genetically embedded within us. So
next time you are tempted to shout at someone, it is certainly worth taking a deep breath first
and considering if you really want to do that; after all, they’ll most likely remember you
afterwards for that reaction, even if you’ve had a perfectly good relationship beforehand.

It is also important to understand what emotions are not since the term emotion is frequently
confused with the following:

• Feelings - a subjective representation of emotions, private to the individual experiencing
them.

• Moods - diffuse affective states that generally last for much longer durations than emotions
and are also usually less intense than emotions.

• Affects - a term that describe the topics of emotion, feelings, and moods together.

Emotions and Reasoning

Emotions also play a key part in reasoning. The Portuguese-American neuroscientist. Antonio
Damasio has proposed, through his somatic marker hypothesis, how emotions and their
biological nature are involved in decision-making. He studied patients who had lost the
emotional function in their limbic system within their brain. He found that they were simply
unable to make decisions

Visible Emotions

As humans we tend to show our emotions on our faces and in our body language. What is
interesting is that we tend to do that in a consistent way, irrespective of culture or race. What is
perceived as a positive emotion, perhaps resulting in a smile or grin, is understood to be positive
throughout the world. Sadness is equally universally understood.

Understanding Emotions

Even though it seems that we express our emotions in consistent ways, until relatively recently
there was little research that had been done into how we experience emotions. If one wishes to
understand more about one’s emotional responses then this has been problematic. How would
we categorise emotions? What someone calls “Joy” could be called “Happiness” by another.
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How would we show the relative intensity of emotions? Fortunately there are now some
emotional models that are available to us that can help us understand our emotions better.

Plutchik’s Wheel of Emotion

Robert Plutchik was professor emeritus at the Albert Einstein College of Medicine and adjunct
professor at the University of South Florida until his death in 2006. He proposed an emotional
model with opposing pairs, and was a firm believer in the fight or flight response and the
concept of basic primitive emotions. He categorised eight basic emotions:

In Plutchik’s model the emotions are described thus:

• Anger is an emotional response related to one's psychological interpretation of having been
threatened.

• Fear is an emotion induced by a perceived threat which causes a change in brain and organ
function and ultimately a change in behavior, such as running away, hiding or freezing from
traumatic events.

• Sadness is emotional pain associated with, or characterized by feelings of disadvantage,
loss, despair, helplessness and sorrow.

• Disgust is a sensation that refers to something revolting.

• Surprise is a brief mental and physiological state, a startle response experienced animals
and humans as the result of an unexpected event.

• Anticipation, or being enthusiastic, is an emotion involving pleasure, excitement, and
sometimes anxiety in considering some expected or longed-for good event.

• Trust is a willingness to rely on the actions of another party and (voluntarily or forcedly)
abandon control over the actions performed by the trustee. 

• Joy is a feeling of great pleasure and happiness

Plutchik organised these emotions into a model analogous to a colour wheel, reflecting the
varying intensities of the emotions.
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The more intense version of the emotion is when towards the centre of the wheel, with the less
intense version towards the outside. Plutchik’s approach gives us a well organised, standardised
and consistent set of distinct emotions and visibly represented levels of intensity. Primary
emotions can be blended to form new ones and there is the concept of emotional opposites, the
mutually exclusive pairs shown in the table above.

This approach can help us to understand and categorise our emotions more effectively. Doing
this enables us to adapt to the circumstances we find ourselves in, and react appropriately. It
enables us to be perceived positively, enabling us to do our best work and obtain greater
influence within projects and teams. You could think of it as an enabler for a constant reflect
and improve feedback loop. Let’s look at some examples.
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Applying Plutchik’s Wheel of Emotion To Team Situations

Consider the following example of applying Plutchik’s theory to a typical testing situation.

You find what you think is one of the best bugs you have ever found. You proudly log it in
almost infinite detail in JIRA and proudly bring it to your PO. “That’s a minor issue, we will
assign that to the backlog” is the response.

• Surprise that the PO thinks the bug is minor.

• Anger and maybe Rage (Intense Anger) that it did not get accepted.

Rage in this situation will adversely affect your relationship with the Product Owner. It would
be sensible to be aware of your reaction and to control it. Perhaps, by understanding your
emotions better you could you make that anger more like annoyance and deal with it better.

We also should not forget that our reaction elicits emotional responses in others. Take the,
typical, software development team situation involving Paul and Jane.

You receive software for testing from a developer, and basic functionality doesn’t work. Again.
You march over to them and cry “Your software is rubbish. Again. Why can’t you just test it
first!”

You may feel Anger towards the developer but think about what the developer may feel:

• Surprise – why is this tester talking to me?

• Fear – maybe your anger is too strong?

• Anger – if you are questioning their work.

Emotions, and understanding emotion is not just important to enable better understanding of the
effect of negative emotions. Consider the following, positive, situation.

Your team successfully launches version 1 of your new product into the market and first day
usage statistics indicate you’ve got a hit on your hands. You all celebrate.

• Joy and Ecstasy because the job has been well done.

• Trust and Admiration (Intense Trust) towards each other.

Applying Plutchik’s Wheel of Emotion To Testing

Emotions, if used correctly, can be very powerful in finding defects in software. In particular,
those defects relating to performance issues, usability issues, reliability issues and of course
functionality issues are easier to be detected using emotions as a guiding force. Michael
Bolton’s famous quote “Is There a Problem Here?” can act as a powerful reminder to those of us
testing. What do you feel when you test? Don’t ignore your emotions; follow them. Consider
using an emotional model such as Plutchik’s Wheel of Emotion to categorise the emotions that
you feel.
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For example:

You rely on your iPhone as an alarm clock to wake you up in the morning. There is a daylight
saving time bug and suddenly one morning your alarm does not go off. What emotions do you
experience?

• Surprise that your alarm has not gone off.

• Apprehension and Fear that you will be late for work.

• Annoyance, and Anger, that the bug existed.

Your favourite band is coming to town. Unfortunately for you they are also the favourite band
of a lot of other people. The tickets go on-sale online and when you try and purchase them the
site is overloaded and crashes.

• Anger and Rage (Intense Anger) that you cannot buy the tickets.

• Fear that you will not be able to see the band.

• Sadness if you don’t get tickets.

Now imagine in the situations above that you were a tester who was testing this software prior
to release. It is likely that you would feel these emotions when testing. It is important when
testing to listen to one’s emotions and use them as a guide.

But it is also important to be aware of the effect of emotions on cognitive biases when testing. A
cognitive bias is a tendency for humans to think in particular ways that can lead to systematic
deviations for what is considered rational. Our emotions can affect our decision-making ability.

For example, as humans we will be usually inclined to believe something that has a positive
emotional effect, even if we see clear evidence to the contrary. This is known as an optimism
bias. Con artists and scammers use this bias in order to trick victims into placing bets that will
never win or investing money that will never bring the promised return. If something sounds too
good to be true then it usually is. As testers we often experienced this when we hear ‘you don’t
need to worry about that issue you have just raised, no user would ever do that’. If a developer
has spent a lot of time and effort developing a piece of code, their emotional attachment to the
work may bias their perception of its quality. In this situation, merely accepting that developer’s
word without questioning would be the easy, and emotionally positive choice, particularly if it is
5pm on a Friday afternoon. But it would perhaps not be the right call to make.

When we are angry, we tend to make quick choices which are often not fully thought out. Take
a typical testing scenario. Perhaps you’ve waited code to test and a deadline is looming. The
developer is late delivering the code to be tested and the project manager is reminding you that
the deadline is tomorrow. Testing time is getting squeezed and you are getting angry. In this
scenario you should be aware of the bias that your anger is causing. Be sure to de-focus fully
before starting testing otherwise this bias may reflect itself in rushed, sub-standard testing and a
failure to noticed edge cases or follow-up on issues.

As testers it is also very important to not fall foul of what is called hindsight bias. Also known
as the “I knew it all along” effect, this bias can occur particularly when running regression tests.
Just because the software worked perfectly the last few times it was tested does not mean that it
always will. Emotionally it may feel better to do so but it is important not to see past events as
predictive, and to ensure you are thorough with your testing, irrespective of what you’ve seen
before.
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Understanding Emotions

Understanding emotions can help us to control how we act and proactively think about how we
should act in team situations. Using emotional models such as Plutchik’s Wheel of Emotion can
ensure we do so in a consistent way and we can avoid situations such as those experienced by
Paul and Jane. And if those situations do occur, then we can use emotional models to review and
learning, and act differently in future. In our increasingly data-driven world, a model like
Plutchik’s can help even our emotions become more measurable and open to self-analysis.

Emotions are also a powerful testing heuristic and if you feel something when testing then it is
sensible to act on it and consider delving deeper into the problem. As a tester you act as a proxy
for the user, and by understanding your emotions more effectively then it allows you to
understand the user better.

As Michael Bolton has said “Emotions and feelings are signals. Look into what they’re
signalling”.

*Note - names have been changed to protect the innocent, but this example is based upon a true
story.
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Lean UX in Public Sector?
Part 2: Getting our Facts Straight Before Implementation

Anna Forss, Erik Nilsson, Sebastian Lejnehed, Jenny Wilander, Försäkringskassan

During a pre-study with three iterations, the Swedish Social Insurance agency
(Försäkringskassan) has to define the basic concept for content structure and navigation on its
official web site. In order to meet customer needs, a Lean UX approach is used to iterate the
concepts enough so that it should be possible to start the implementation phase directly after the
pre-study.

After two sprints, the team has challenged a lot of their initial hypothesizes and is still working
with two separate concepts. It has now to decide the main concept during the final three weeks
of the pre-study. Part 1 of this article with the report on the first two sprints was published in the
Summer 2015 issue of Methods & Tools.

Third iteration - formulating the MVP

When the third and final iteration in our pre-study was ready to start, our most important
question was to decide what to work with in the sprint, and what to leave for the implementation
project. We would not have a full concept, which we knew from the beginning, but as the finish
line was getting near, this issue became very concrete.

The team felt that they were supposed to have targeted a single concept by this time, but the
project owner was happy that the team continued to work with two concepts. We had discussed
this from the very beginning: continue working with as many ideas as long as it is plausible. If
we had only one solution, we would probably fall a little bit more in love with it. The risk is that
you cling too long to a failing single solution if you don't have a backup.

The team decided to focus on larger screens as the biggest question for this sprint. We had
decided to work first for mobile in this project, and the team really stuck to that plan, working
with the mobile scenarios in mind for the first 6 weeks. Now we needed to verify that we could
scale to the bigger screens as well.

Another question to be discussed was if we could scale the concept to other customer groups
than just the private citizens. About 90% of the visitors are private citizens, but the other
customer groups are also important. A special challenge is that for the customer experience for
the private citizens to work, it needed to work also for the other groups. For example, long-term
sick citizens who are employed need their employer to register that their employee has been
away in order for the employee to get their benefits. We did not make any usability studies for
the customer groups but it was important to verify that these sections of the site can be included
in the concept.
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Above: Current web site. Tabs are used for major customer groups. Default is private citizens,
which is also the largest customer segment.

Above: Desktop version of one of the prototypes. Tabs are removed and all segments can
instead be seen in the same list.
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Above: Desktop version of the other desktop prototype. Less common customer segments are
here found in the menu, which must be clicked or tapped to be seen.

Since the prototype tool is responsive, we tested directly the concepts with responsive design.
The interaction and graphical designers had to think about all the suggested break points. What
we had discussed from start was now clear: too many break points are hard to maintain and to
get a good experience.

All users had not understood the breadcrumbs and the team was curious if they had used the
wrong convention. By including > signs, they hoped they were more clear:

Above: Breadcrumbs
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The article pages were restructured with the following principle: first a headline and a short
description followed by a clear table of contents for the page. Each line in the table of content is
linked to that specific section.

Above: Restructured article pages
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Changes to search and content focused navigation

Besides the changes already discussed, Miller columns were included on section pages on all
screen sizes above smartphone. Miller columns, also known as cascading lists, are a browsing
technique that can be applied to tree structures. The columns allow multiple levels of the
hierarchy to be open at once and provide a visual representation of the current location.

Above: Miller columns on search and content focused navigation

Changes to menu-based navigation

As so many users hadn't spotted or understood the menu icon, a describing text was added to the
button.

To simplify things for customers who are moving between devices and for our service staff
trying to help customers, I had asked the team to keep the conventions between screen width so
the menu was not expanded for larger screens and the button looks the same on all screens.
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The third and final test run was focused on the following questions:

• Are the navigation elements on the page enough to clarify for the customer where she is on
the site?

• Is the menu used more if the menu icon is complemented with a label?

• Does the new structure of the article page make it easier for customers to understand the
benefit?

• What happens if a customer visit the site on a mobile device and afterwards on a desktop
computer? Can she recognize the conventions?

• Understand more about the free text search function mainly within two areas: does
customers expect that the search result is within the section where the customer is? Would
suggestions directly while typing help the users and under which circumstances?

• Do the entrances for other groups affect the navigation for private citizens? (The tests did
not include the navigation for the customer groups outside private citizens)

Search and content-based navigation

The team decided to test a new concept for the article pages. Many of the benefits require the
customer to go through a number of steps and this caused the pages to become lengthy. The
team decided to use the "table of content" not as anchor links but rather as a way to change the
content of the page. When the page about the benefit was loaded, the customer could see the
first step. In order to see the next step, a continue-link was found at the end of the text (Nästa
steg: Ansök).

Above: Prototype with Next step link on the bottom of the page
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If that link is clicked or if the customer clicked the link in the "table of content", the next step in
the process was displayed:

Above: Middle step of process with continue and go back links on the bottom of the page

The tests conducted on the search and content based navigation provided these findings:

• No test subjects were asking for a menu option - it was not missed by anyone

• Breadcrumbs are important and used a lot

• The "Next step" links were interpreted as read more rather than next step in the process and
the customers instead used the table of content for navigation. They didn't understand that
they remained on the same page with only changes in the content. This clearly indicated that
this type of navigation did not work.

• The line in the "table of content" which was not blue/purple and underlined was understood
to be the displayed section.

• The customers did not like the Miller columns. They felt that the breadcrumbs had the same
functionality.

• The customers appreciated that the user interface was easy to recognize when changing
device.
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Menu based navigation

The team had struggled with understanding if the menu in the top bar was useful or not for the
customers. Many customers in the previous tests had not found the menu and hadn't complained
about it, but the customers who found the menu used it all the time. This time, the menu icon
was associated to a descriptive label.

• The menu was well used and easily recognized with the label

• A menu option with a sub-option has two tap/click options: one to expand sub options and
one to select the top level. This must be very clear in the execution to be understood by the
customers

The menu in the mobile interface caused some problems: when expanded it was hard for the
customers to understand that this was not a page but rather a menu.
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The anchor links which were used in this prototype worked better than the concept with the
content being switched depending on the customer's selection. It was still not obvious for the
customers how the benefit worked, but it was definitely clearer with this design.

General conclusions

1. The breadcrumbs worked very well. Some customers expected to also see the current page
in the breadcrumb but everyone thought it was clear by the page heading.

2. Free text search should be for the whole site, not just the current section

3. Suggestions are welcome, but it is hard to make them work on a mobile screen if keyboard is
expanded

4. The texts from the Swedish social insurance were confusing and caused problems for the
customers. This is a well-known problem that is hard to solve since the terms are specified
in legislation.

5. Scrolling is not a problem but the heading must be verey clear. This means that if the legal
term is confusing, it might be better not to use it in the heading.

6. The information should be prioritized so that the customer directly can see if she is eligible
or not.
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7. Remove texts like "Here you can read about..." and get to the point quicker if you target the
mobile user

8. The logotype should always link to the start page

9. It is very positive if the pages on different devices are as similar as possible

10. Logging on should be in the upper right corner

11. It is important to separate visually and clearly on article pages what is information and what
is an action.

12. If numbering is used (for example in the "table of content"), it must be a clear step by step
process.

Conclusions from all three test rounds

There are so many small and big findings from the usability study that it is almost hard to pick a
few key points, but the most important one is: there are more assumptions than you think and
the only way to find these are to test on real people.

Here are some important recommendations:

• If you do tests, you need to do it often, combining small in-the-corridor-guerilla-tests with
planned studies with an external objective part. Small changes can have huge impact and if
you don’t spot these, there is a big risk that you misinterpret the results.

• Don’t get upset if the first test rounds creates more questions than answers. This is probably
an indication that you’re going in the right direction and have performed good tests. I would
be worried if everything seemed validated directly.

• Share the results with everyone. It is not a coincidence that Försäkringskassan has decided
to share these findings with the public. The feedback we received was worth so much. We
held many internal discussions on the results as well. This has both given us more questions
(for example if the test subjects are valid for all important customer groups) but also given
the staff a chance to understand not only what will change but also why the UX has been
designed that way.
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These are the key findings concerning the UX. As the web site is a content-rich portal for a
public agency, these findings might not apply to other industries and web sites.

• Designing mobile first works
The mobile-first approach helped us prioritize and simplify. This made the experience better
for everyone.

• People want to navigate using the large area of the page
Most people don’t want to hassle with menus but instead tap on the large area of the page

• Don’t be concerned by a long page
Scrolling is not an issue anymore. Of course, the top area is important for overview of the
page but if this area catches the interest, scrolling is not a problem.

• Don’t split the information between pages.
This is connected to the point above. If you have concerns with a lot of text, splitting the
page into many pages does not help. Instead, it just brings more confusion, especially on
smaller screens.

• Explain headlines
Many content rich web sites have their specific lingua, which might not make sense to
everyone. By combining the headline with a single line on what the headline means can
make all the difference in the world

• Start with accessibility
It is hard to adapt a current concept with accessibility but if you start with that perspective, it
will actually help with the UX. Remember that people with dyslexia, ADHD and cognitive
disabilities should also be included in your test group. If you make the site good for these
groups, everyone will benefit.

Lean UX rocks! Even/especially in government agencies

The outcome was very positive: we had tested a number of hypothesizes and some had been
validated and some had been invalidated. We now have two concepts to continue working with
during the implementation phase. We will continue doing the tests and using the methods we
have tested during the pre-study. We hope that you will follow us during this journey.
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Fundamentals of Enterprise-Scale BDD

Adam Craven, @ChannelAdam, https://ChannelAdam.com

Introduction

As a long-time advocate of Behaviour-Driven Development (BDD) and having been a technical
lead and coach of BDD enterprise software development teams since 2010, I have tried many
different variations of the process of BDD and the writing and implementation of Behaviour
Specifications (also known as scenarios).

I have specialised in, experienced first-hand, fine-tuned and witnessed many practices that have
repeatedly proven to be beneficial in both small and large-scale solutions. As such, I have
distilled and compiled these worthwhile practices into The Behaviour Specification Handbook
[1] - a free online resource that contains my prescriptive methodology for successfully applying
BDD at any scale, and practical tips and suggestions for writing and implementing effective
Behaviour Specifications.

This article presents some of those core fundamentals and practical tips.

The Fundamentals

This section details the mindset required and the core fundamentals to be understood in order to
successfully apply BDD at any scale. We will start at the beginning, with a quick overview of
BDD.

Overview of BDD

The software engineering practices and processes of Behaviour-Driven Development (BDD)
that I promote focuses a team on delivering software solutions with high business value, higher
quality and less defects. BDD encourages and helps to facilitate close collaboration and clear
communication between team members and with business stakeholders.

With BDD, it is possible to deliver solutions that better satisfy actual business requirements and
have a lower on-going maintenance and total cost to the business. This can only be achieved
however, if the team maintains professional discipline, follows the processes and performs the
software development activities, in the recommended order.

One of the key practices is the Behaviour Specification writing sessions. Behaviour
Specification writing sessions should be attended by multiple roles in the team, before the
coding of a specific piece of functionality is started.

https://twitter.com/ChannelAdam
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This one practice, guided by concrete examples or use cases, has the simple and significant
effects of optimising the design, review, and testing feedback cycle by:

• Ensuring what is to be delivered is actually required;

• Ensuring what is to be delivered is valuable to the business;

• Ensuring what is to be delivered is within the agreed scope of functionality;

• Ensuring what is to be delivered is well understood by the team;

• Clearly specifying the required behaviour of each software component in everyday common
business language that anyone in the team (including business stakeholders) can understand;
and

• Each attendee mentally testing the requirements and software component specifications
against the proposed design.

The Behaviour Specification writing sessions encourage and cause important discussions,
questions and healthy debates to take place. The result is a common and well-understood,
mentally tested and agreed solution - before development has started. There is therefore a
significant reduction in the risk of defects and missing or ambiguous functionality early in the
software development lifecycle, when it is the cheapest and most appropriate time to have those
discussions and identify potential issues.

The clear communication is achieved by everyone in the team discussing required software
behaviour or functionality in the business's everyday common language. If for some reason the
common business language unfortunately is ambiguous in some areas, then that is a wonderful
opportunity to highlight the risk and show leadership to the business by suggesting and helping
to implement some positive, clarifying terminology changes!

As you know, team members will come and go over time. Current and future team members
however, may not have the same level of competency, business analysis capability or technical
skills. This is why the software specifications are written in the everyday language of the
business. Every team member (or interested business stakeholder) who understands the business
(the lowest common denominator) - regardless of their technical competency - should be able to
understand the functionality that is to be or has been delivered. The total cost over time of
software development, maintenance, resourcing and on-boarding is reduced because of this
simple concept. The resulting artefacts typically produced in the process of BDD include living
documentation (also known as executable program specifications) and other test assets, such as
the test run reports for the executed specifications.

Scaling BDD to Large Solutions

Many teams struggle to effectively apply BDD, mostly because of a lack of knowledge and
understanding. This article and The Behaviour Specification Handbook [1] aims to help fill that
gap. It is easy to find examples of Behaviour Specifications, especially on the reference
documentation sites of the various BDD libraries and tools. Those types of examples may be
fine for that tool’s documentation, demonstrations, presentations or small applications, however
the style of many of those examples do not necessarily scale up and work well in more
complicated software solutions.
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An Enterprise-Scale Example

Have you ever worked in an enterprise solution delivery team where there are multiple systems,
applications and components involved in a single User Story?

For example, say that there is the following User Story.
As an online customer
I want to see a summary of all my incomplete orders
So that I can effectively track my orders

This User Story sounds simple, right? Unfortunately, software development in an enterprise
typically is never as simple as one would like!

In this example, the technical solution that is required by an unspecified enterprise just happens
to involve many different layers and technologies:

• The HTML, CSS and JavaScript of the Web Application;

• The RESTful API Controller layer of the Web Application;

• A Service-Oriented Architecture (SOA) Business Service that integrates with a legacy Order
Management System; and

• A Web Service that is exposed by the legacy Order Management System.

This is not an uncommon technical landscape!

Which Behaviours?

From a behaviour perspective, there are many potential behaviours in the above example:

• The visual behaviours of the User Interface - such as hiding and showing visual elements
and displaying pretty animations;

• The logic behaviours of the User Interface - such as performing screen navigation, calling
the API Controller layer and handling errors;

• The behaviours of the RESTful API Controller that calls the Business Service;

• The behaviours of the Business Service that invokes the legacy Order Management
System’s Web Service; and

• The behaviours of the legacy Order Management System's Web Service.

Before we go any further, let me ask you a quick question. When you thought of BDD in the
context of this “simple” example of showing a customer their incomplete orders, which set of
behaviours from the list above did you think of originally? In my experience, many teams tend
to focus just on the behaviours of the User Interface - after all, that is the focus of the User
Story. When that happens, many of the benefits of BDD are not realised, and one or both of the
following two issues typically occurs.

The first type of issue is that the team may think it only necessary to write Behaviour
Specifications for the User Interface component. The behaviours in this case are then generally
written in the style of End-to-End tests which typically focus on exercising multiple variations,
combinations and boundaries of data. Unfortunately, that approach leads to the creation of an
inverted Testing Pyramid [2] with too many expensive End-to-End style tests, compared with
Unit Tests.
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The second type of issue that could occur is a lack of quality assurance and test coverage of the
entire solution landscape. If the team is only writing Behaviour Specifications for the User
Interface component for example, this leads to a few quality assurance and maintainability
questions:

• How are the other systems and components in the solution being tested?

• What tests are being written for those other components?

• Is the Testing Pyramid being adhered to, and is testing being performed at the most
appropriate level?

• Are all of those test cases valuable, valid and correct?

• Who knows about and understands the intended purpose of the other tests?

• If they exist, are these tests duplicating testing effort elsewhere?

• Who is implementing and maintaining those other tests?

• How are the other tests being managed, communicated, executed and reported on?

Perhaps some developers are being professional and are implementing automated tests for the
code they have written. Perhaps their tests are valuable, or perhaps a developer has gone off on a
tangent and is wasting time and money (and nobody knows!). Part of the problem is that the
team as a whole does not have enough understanding and visibility over the tests (especially
Unit Tests) that developers write, and that can lead to wasted and duplicated effort, as well as
negatively affecting team cohesion.

To best realise many of the benefits of BDD, all the behaviours applicable to a User Story
should be specified - not just for instance, the User Interface behaviours.

Managing Behaviours

Decomposing a large solution or problem domain into a number of more manageable chunks is
an age-old approach that scales up and works. The approach that I recommend is to decompose
a solution into a number of significant software components and then work on the Behaviour
Specifications of each component, one-by-one.

In order to prevent confusion, each component should be considered individually, and the
behaviours of each component should remain separated from those of other components.

This suggested approach scales, is manageable, can be understood easily and it has repeatedly
worked! In addition, each software component individually can be tested and reported on, and
the Testing Pyramid can be maintained.

What is a Software Component?

A software component is a logical grouping of functionality that is represented as an
application, sub-system, service, micro-service, library, module, or any sort of implementation
of part of an architectural layer. The granularity and boundaries between software components
really depends on what makes logical sense. As a general guideline, a software component
typically is larger than one class or module - although this guideline may not apply in the case
of micro-services.
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For example, a software component could be the functionality that provides the User Interface
for a screen, or it could be the functionality of a back-end service operation. A software
component also could be a specific part of a data access layer or repository.

Teams should carefully consider the design of their software components, as these choices affect
later stages of the software development lifecycle. If a team ever struggles with maintaining a
well-structured Testing Pyramid, consider reviewing the boundaries of the software
components. Splitting a large component into many, each with less responsibilities, could open
the door to simplified Behaviour Specifications, a better Testing Pyramid, easier comprehension
of functionality, and a lower total cost of ownership.

What are Behaviour Specifications?

Behaviour Specifications conveniently and efficiently fulfil multiple purposes:

• Written in everyday business language, they comprehensively and unambiguously specify
the required functionality to be delivered, as agreed by the team;

• They are the specifications that developers should refer to when they write code. The only
code that should be written by a developer is code to satisfy the Behaviour Specifications.
Remember this little motto: "No Behaviour Specification? No Code! No Test!";

• They also represent the complete set of test cases that are needed for the given functionality;

• They are the living, up-to-date, as-built documentation, for the entire team (and potentially
other parts of the business), about the functionality of each software component; and

• When implemented as automated tests, they are the executable documentation that becomes
part of a suite of test assets.

Behaviour Specifications are NOT part of a formal requirements document or legal contract -
they are as-built documentation and test assets. Requirements are a prerequisite input for the
process of specifying behaviours.

No Other Test Cases are Necessary!

Quite simply, no test cases other than those represented by the Behaviour Specifications are
necessary.

Behaviour Specifications are Comprehensive

Behaviour Specifications literally are the functional specifications of software components. The
specifications for a given software component should be comprehensive and unambiguous. If
that is not the case, then team members including developers and testers will not know about all
the functionality they are supposed to deliver, and the solution delivery will fail.

No other test cases are required! The logic of this statement is simple - since program
specifications need to be comprehensive, then no other tests are needed as all possible test cases
already should be covered by the specifications.
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About Test Independence

With this statement about no other test cases being necessary, I am referring specifically to and
recommending a software development team structure and operating model where there are
business analysts, developers and test analysts closely collaborating. The goals of the team are
to achieve a cost-effective, streamlined, successful delivery of a solution with an agreed level of
quality assurance.

Due to the close collaboration of the team members and common desire to prevent unnecessary
duplication of testing effort, the test analysts are operating within the same team and cannot, as
described by the International Software Testing Qualifications Board (ISTQB) [3], provide a
high-level of test independence. Depending on how the team operates however, there certainly
could be a medium-level of test independence. For many clients, projects and solutions, this
approach is both efficient and sufficient, and it is specifically within this operating context that I
state no other test cases are necessary.

For life-critical systems and solutions however, more rigour is required and there should be a
high-level of testing independence. In that case, a separate, independent team or company would
actually perform testing in addition to that performed by the software development team. The
additional testing certainly overlaps and duplicates significant amounts of the testing effort
performed by the development team. It also requires a lot more time, resources and cost. This
additional testing however, is performed outside of the software development team, outside the
practice of BDD, and is thus outside the scope of this article and the presented
recommendations.

Developers: No Other Automated Tests!

Developers in particular need to understand that they should not write any automated tests other
than those that are specified by the Behaviour Specifications. Developers love writing code, and
many love writing automated tests (although contrarily, many do not!). Even when the team
together has specified all the required behaviours, some developers can still feel as if they
should write more automated tests when they are coding.

If this is the case, it is possible that the developers need to better understand the premise and
comparative benefits of Behaviour-Driven Development and also the concept of Equivalence
Partitioning [4].

Benefits of Behaviour-Driven Development

In Test-Driven Development, it is common for developers to write many automated tests for
each method within each different class or module. Some of the issues with that approach
include:

• A high maintenance cost of automated test assets due to brittle tests that must be refactored
when the code is refactored;

• Communication issues between developers and the rest of the team - some developers can
find it difficult to effectively describe the automated tests they are coding on a daily basis.
This lack of communication can lead to other team members questioning and arguing the
value of such activities;
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• Developers can struggle to estimate when they will finish all of their automated testing -
since the answer is "it depends", depending on the number of classes and methods written;
and

• Duplicated testing effort by test analysts - since the automated tests implemented by
developers typically are not visible to the non-developers in the team, the testers usually
perform many tests that may already be covered by the developer's automated tests.

In contrast, some of the advantages of the Behaviour-Driven Development approach to
implementing tests include:

• The team agrees, up-front, on the behaviours to be implemented and afterwards there is no
room for a debate about the value of any of the tests;

• The team decides, up-front, which behaviours are implemented by the developers and which
behaviours are performed by the testers;

• The team can more accurately provide estimates to management - since the tests are not
dependent on the number of classes and methods coded;

• There typically are fewer tests and they are less brittle. When a refactoring of the
implementation code takes place, there are less refactorings of the test code to perform. Even
though there are less tests, there still can be similar test coverage - because
overall behaviour is being tested - not individual method functionality; and

• Test analysts (and everyone) have visibility of all the tests of each software component and
therefore should not unknowingly duplicate testing effort.

Overview of the Gherkin Language

Behaviour Specifications can be written in different ways, and the most renowned is with
the Gherkin language [5].

The Gherkin language is the most widely used and recognised business-readable, domain-
specific language (DSL) for specifying behaviours. Each behaviour is defined as an individual
"Scenario". A "Scenario" has a description that summarises the behaviour being specified. The
behaviour is then further defined as a series of steps to be executed in the order in which they
are written - just like the steps of a test case.

The syntax of the Gherkin language specifies that each step begins with one of the following
keywords: "Given", "When", "Then", "And" or "But". The "Given" steps must be specified
before the "When" steps, which themselves must be specified before the "Then" steps. The
"Given" steps define the prerequisite state that is required for the behaviour to manifest. The
"When" steps define how to initiate the behaviour being specified. The "Then" steps define how
to verify that the behaviour performed as expected. Steps that begin with "And" or "But" merely
allow for more details to be specified and extend the meaning of the proceeding "Given",
"When" or "Then" step.

The Behaviour Specifications are logically grouped as a "Feature". A "Feature" also has a short
description that summarises the scope of the logical grouping of behaviours. While not
necessarily specific to the Gherkin language (it depends on the implementation of the tooling
that parses the Gherkin language), each "Feature" typically is stored within a file with a suffix
of ".feature".
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There are various tools in each different technology platform for parsing and executing the
Gherkin-based "Feature" files. For instance, in Ruby there is Turnip [6], Spinach [7]
and Cucumber [8], in .NET there is SpecFlow [9], JBehave [10] for Java, Behat [11] for
PHP, Gauge [12], and many others.

What is a Behaviour Specification Description?

A Behaviour Specification Description (also known in Gherkin as a "Scenario" description) is a
one-line, simple, precise summary of an expected behaviour of a software component. I
recommend the description be worded in commonly accepted, everyday business language,
without specifying internal technical implementation details. Each description must be
sufficiently precise so that all the Behaviour Specifications of a given software component can
be clearly differentiated.

Example Behaviour Specification Descriptions

As an example, let us assume that there is a User Interface component that invokes a back-end
service to perform validation of a postal address. The Behaviour Specification Descriptions of
this User Interface component could include:

• Should allow a specified postal address to be submitted for validation;

• Should transform the submitted address data into a format that is required by the address validation
service;

• Should invoke the address validation service with the appropriately formatted address data;

• Should provide a notification of a technical error when there is an issue communicating with the
address validation service;

• Should provide a notification of an invalid postal address when the address validation service
determines the address is invalid; and

• Should provide a notification of a valid postal address when the address validation service
determines the address is valid.

The behaviours of this User Interface component explicitly do NOT include anything related to
how the back-end service performs the validation. Those types of concerns are only the service's
behaviours and are not the concern of this User Interface component.

Please make a note of these example Behaviour Specification Descriptions, as they will be
referred to in some of the following tips.

Tips for Effective Behaviour Specifications

With the fundamentals and required mindset understood, now we can proceed with some
general tips for writing effective Behaviour Specifications.

The Software Component Context is King

When identifying, reading or writing Behaviour Specifications, the context (knowing which
software component within the solution is being specified) is the most important thing to
understand. It is essential to have a clear understanding of the boundary and responsibility of
each software component, otherwise the Behaviour Specifications cannot be correctly
understood. A low-level technical design and diagram certainly can help.
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Feature Files

A Feature file contains the Behaviour Specifications for a logical grouping of related
functionality. I recommend having one feature file for each different software component
involved in the same logical grouping of functionality.

At the top of a Gherkin feature file is the feature's name or title. I recommend suffixing the
feature’s name with the type of the software component (such as User Interface, Service Layer,
etc) so that feature files for the same related functionality are clearly discernible by the type of
software component that implements them.

Different Feature Files, Same Behaviours

When following the recommendations presented in this article and in The Behaviour
Specification Handbook [1], it is often the case that some of the exact same behaviour
descriptions and Gherkin can be reused in the different feature files of each software component
involved in the same logical grouping of functionality. For example, the feature files for both
the User Interface and the back-end service layer involved in the same logical grouping of
functionality could have the same behaviour descriptions and Gherkin. The back-end service
may have additional behaviours for extra business logic that it alone must perform, but as a
starting point, the initial set of behaviours could be the same.

As stated earlier, behaviours must always be considered and understood from within the context
of and from the perspective of their software component / feature file. Even though the wording
of the behaviour may be the same, the actual meaning and implementation will differ, based
upon that context. This is why it is beneficial to suffix the feature name with the type of
software component, as it is an important contextual differentiator.

Start Behaviour Descriptions with "Should"

In order to write an effective Behaviour Specification Description, describe each behaviour in a
sentence beginning with the word "Should".

The word "Should" at the beginning of a sentence helps to quickly focus both the author and
reader on the actual intent of the behaviour. In the English language, behaviours generally are
described with verbs. The next set of words grammatically after "Should" typically is a verb or
adverb. By starting with "Should", the structure of the English language is forcing the
optimisation of the descriptions so that we can immediately focus on the intent of the actual
behaviour and more quickly understand how it may differ from other behaviours.

A template format for the recommended wording of a Behaviour Specification Description is:
Should [action] when [criteria]

The first part of the description is the behaviour or action to perform, and the second part is the
criteria required for the action to occur.

For example:
Should calculate the invoice amount when an order item is added to an order

This description is clear and intention-revealing about the behaviour. A reader immediately
knows and understands that the behaviour is to "calculate the invoice amount", and the criteria
for this occurring is when “an order item is added to an order".
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Applying a standard such as beginning Behaviour Specification Descriptions with the word
"Should" helps teams to write more useful and intention-revealing descriptions and naturally fall
into the "pit of success".

Different from a Test Case

A Behaviour Specification Description is subtly different from a description of a Test Case. A
traditionally written description of a Test Case is authored from a different perspective that
typically aims to summarise the scenario and steps that are taken.

For example, a contrasting traditional Test Case description for the example behaviour above
would typically be:
Adding an order item

Hopefully you can appreciate the subtle differences between Behaviour Specification
Descriptions and Test Case descriptions. The description of a Test Case is often shorter and at a
higher summary level.

Behaviour Specifications are Not Legal Requirements

Requirements are a prerequisite to the identification and writing of Behaviour Specifications.

I acknowledge that a pedantic reader of a Behaviour Specification Description could choose to
interpret "Should do XYZ always" in English as "it should do XYZ always, BUT because the
word 'should' was used, it does not always have to... and therefore there is space for unintended
behaviour". This same type of reader would suggest tightening the terminology in order to make
it completely unambiguous and fit for a formally signed business or legal contract, by prefixing
the description with the word "Must", "Shall" or "Will" instead of "Should".

Behaviour Specifications however, are not part of a formal business contract (such as a
requirements document) that requires legally precise wording and change management.
Behaviour Specifications are only as-built, living documentation and test assets, and using the
word "Should" is perfectly acceptable.

The Subtle Aspect of “Should”

In case you need any more convincing, Dan North, the originator of BDD, in Introducing BDD
[13], eloquently adds more weight to the argument for using the word "Should":
"A more subtle aspect of the word 'should' becomes apparent when compared with the more
formal alternatives of 'will' or 'shall'. 'Should' implicitly allows you to challenge the premise of
the test: "Should it? Really?" This makes it easier to decide whether a test is failing due to a bug
you have introduced or simply because your previous assumptions about the system's behaviour
are now incorrect."

Write In Everyday Business Language

A large focus of BDD is about clear and effective team communication. Not all members of the
team have or will have a deep technical understanding. It is in the best interest of the business if
everyone is enabled and given the opportunity to understand the logical functionality of each
software component.
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On a daily basis, the team normally should be communicating with the rest of the business in
commonly accepted business terminology. Similarly, the behaviours should be written - as much
as possible - in the same accepted style of business language. By doing this, all members of a
software development or solution delivery team, including developers, analysts and
stakeholders, should be able to understand the Behaviour Specifications.

Agree on Business Terminology

The team needs to have a clear understanding about what is commonly accepted business
terminology versus technical terminology. In general, communication cannot take place
effectively unless agreed protocols are followed. An agreed glossary of business terminology is
the basis for an effective communication protocol within a business and is useful reference
material - especially for on-boarding new employees.
Such an approach promotes more consistent communication within the solution delivery and
support teams - and with wider parts of the business. One tangible, beneficial result of using
commonly accepted business language is the minimisation of the costs to train new staff.

Be Professional

Some developers may initially consider working with the Gherkin language and the use of a
feature file as a burden. These developers may argue that the usage of the feature file slows
them down and that they can much more quickly write automated tests without Gherkin or
Behaviour Specifications.

Typically however, such developers are new to the use of Gherkin and have not proceeded past
the learning curve. Additionally, some stereotypical technical people can have difficulty in
translating technical functionality into common business language for discussion with non-
technical people. Because of these reasons, some developers may find they are initially slower
in this area and that can be a cause of personal frustration.

We all need to remember to be professional and look after the best interest of the business. It is
in the business's best interest if the team writes behaviours in their business language, not just
for the current set of skills in the team, but for the wide variation of skills that future team
members may or may not have. The business language is the lowest common denominator
language - not technical terminology.

If the business is primarily product focused or technical in nature, such as one that creates
software languages or compilers, then the business language and technical language may be one
and the same. By all means, write the behaviours in the business language, which in that case
may be quite technical.

Use Natural Language

As a guideline, I highly recommend using the natural language, logical names of artefacts, as
opposed to the technical, implementation-specific terminology.

For example, say that there is a business service operation for processing credit card payments.
In a specification, I recommend writing natural language, such as "the service that processes a
credit card payment", instead of a more technical implementation name such as "the
CreditCardService.ProcessPayment operation".
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Similarly, to refer to a particular system in a specification, such as a fictional system named
"Insurance Policies 4 Me", write a natural language, logical name that is appropriate for the
business, such as "the insurance policy system".

Some Technical Terminology becomes Mainstream

At certain points in time, some terminology that originates from the technical realm does
actually make its way into business and everyday mainstream vernacular. The television and
movie industry no doubt have played a huge role in helping to mainstream many technical
concepts.

Nothing in the last decade highlights this better than the world of personal and mobile
computing. The concept of an "app" or "application" is now common, mainstream vocabulary.
From young children to retirees, almost everyone now has access to a mobile phone, tablet or
personal computing device, and everyone is familiar with "apps" and an "app store". Security
mechanisms to ensure authorised access to a personal device - such as user credentials, pin
numbers, and swipe patterns - also are now mainstream concepts.

What Is Technical Terminology?

Noting that language and commonly accepted vocabulary changes over time, what is technical
terminology and what is not?

That is a good question! The answer is that it depends on each business. What might be
considered "technical" in one business at a specific moment in time, might be common business
language right now at another business.

In addition, there are many concepts that began in and are commonly understood in real-life.
Many real-life and mathematical concepts have been used as the basis for technical lingo. An
example of this is a "queue" of items. A queue is a well understood real-life concept. Many
people stand and wait in queues or first-in-first-out (FIFO) lines at the shopping centre checkout
on a regular basis. If a technical team determines that there are messages that need to be queued
as part of a solution design, then please say that in the Behaviour Specification, as it is natural
everyday language!

Human perception also adds complexity to the discussion. Different businesses, teams and
people can have both valid and differing views about how "technical" some "technical
terminology" actually is. Every individual has a different perspective and understanding of the
world, and their level of tolerance for technical terminology differs.

The Art of Writing

In the end, finding simple, intuitive and natural words to use when writing a Behaviour
Specification sometimes can be thought of as an "art". There can be a delicate balance between
not using language that is too technical or specific, and at the other end of the spectrum, using
language that is too generic such that the reader cannot grasp the essence or actual purpose of
the behaviour. This balance can be a challenge - especially for novices - but it is overcome with
an agreed business terminology glossary, some good examples and a little practice.
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Avoid Specifying Internal Technical Implementation Details

There is no need to specify the internal technical implementation details of a software
component in the Behaviour Specifications. To be very clear, let me emphasise the word
"internal", in contrast with any publicly exposed, outward-facing behaviour or other mandated
functionality, such as business rules.

If the implementation of a component needs to be refactored or changed, the words used in the
Behaviour Specifications should NOT need to be changed. The words used in a Behaviour
Specification should only need to change if there is a change to a core business requirement.

Behaviour Specifications can become unnecessarily brittle and potentially short-lived due to
tight coupling that is created when any internal technical implementation concerns are specified.
In other words, if internal technical implementation details are specified in the Gherkin, then the
cost of maintenance and future enhancements will increase unnecessarily, since it could have
been avoided in the first place.

Internal Technical Details - Example #1

For example, say that the low-level technical design has identified there is a component that
must store and retrieve items in memory. Perhaps the component uses a Dictionary data
structure to store the data, or alternatively, perhaps it uses an Ordered List data structure.

In this example, the type of data structure internally used by the component is completely
irrelevant, and the fact that a data structure exists at all also is completely irrelevant in the
Behaviour Specification. The only concerns that are relevant are the behaviours related to
successfully and unsuccessfully adding and retrieving items, and also perhaps some non-
functional performance requirements.

Internal Technical Details - Example #2

In this example, say that there is a behaviour specifying that a component should persist its data,
but it unfortunately also says the words "in a database". The word "database" is an internal
implementation detail that makes the Behaviour Specification unnecessarily brittle, and it is
unnecessary information to include. If in the future, the implementation is changed to store the
data in a file in a file system, the wording of this Behaviour Specification also would have to be
changed. This is inefficient, costly and can be avoided!

Alternatively, the wording "data store" is an example of a preferred, generic term that cleverly
encapsulates any changes or volatility in implementation. When using the words "data store", if
the internal technical design of the component changes from using a database to storing the data
in a file, the wording of the Behaviour Specification does not need to be changed. A Behaviour
Specification that says "data store" instead of "database" is resilient to future implementation
changes.

Internal Technical Details - Example #3

In the example descriptions in the earlier section “What is a Behaviour Specification
Description?”, hopefully you noted that there is no indication of how the behaviours are
technically implemented internally. In fact, just by reading those descriptions, you would not
even know that they are specifically describing the behaviour of a User Interface component.
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That is intentional! Unlike many Gherkin examples that can be found in BDD literature, there is
no typical User Interface wording about "screens", "pages", "fields", "buttons", "clicks", or
"navigation" etc, nor is there any need for those types of words.

Internal Technical Details - Example #4

The example descriptions in the earlier section “What is a Behaviour Specification
Description?” also do not specify the particular technical mechanism by which the address
validation service is invoked - for instance, as a Web Service call. That would be internal
implementation detail!

It is possible that the solution delivery team could decide it is best in the short-term to
implement a tactical solution. In this example, that tactical solution is chosen to be a monkey
that physically runs down the corridor and hands a human a piece of paper that has an address
printed on it which is to be verified. Whatever tactical or strategic approach is taken, the
Behaviour Specification wording should not need to be altered!

To recap, it does not matter how the behaviour is implemented internally within a component.
The wording of the Behaviour Specification should only need to change if there is a change to
the core business requirement. Behaviour Specifications should be long-lasting and resilient by
encapsulating internal implementation volatility. For anyone who is interested in the current,
actual technical implementation details, that can be understood from and seen in the test run
output.

Avoid "I"

A quick search for example Behaviour Specifications predominantly reveals behaviours that use
the word "I". If you ever come across this, please ask the following question.

"In the context of that software component, who or what really is 'I' and are they important?"

As discussed further below, a Behaviour Specification that uses the word "I" is generally not
focused or specific enough on the actual behaviour and introduces potential ambiguity and
confusion. Just avoid the word "I"!

There are a few reasons why the usage of the word "I" could be so common:

• Due to having a mindset of "testing" versus "specification";

• Due to having a prevalent focus on specifying User Interface or End-to-End behaviours; and

• Due to copying the style of User Stories.

Due to a Mindset of Testing

For instance, the Agile Alliance website has a description of the Given-When-Then syntax [14],
and their example uses the word "I". The same page interestingly states that the Given-When-
Then syntax is "intended to guide the writing of acceptance tests for a User Story". By using the
word “test” in their description of the Given-When-Then syntax, their mindset is clearly still
focused on testing - rather than specification.
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Acceptance Tests [15] pre-date Behaviour-Driven Development, with BDD being an evolution
of previous methods, focusing more on "specifying behaviour" rather than talking about "tests".
There is a powerful and yet subtle conceptual difference in perspective between "writing tests"
and "specifying behaviour".

This is one reason why my recommendations differ, as my guidelines come from a mindset
focused on specifications - not just testing.

Due to a Focus on User Interfaces

Another possible reason for the common usage of the word "I" is the significant amount of User
Interface-focused behaviour examples, where there is an actor interacting with a system.

The following "When" step illustrates a typical, inadvisable, easily found example of a User
Interface-focused step.

When I click on the Submit button
Then the transaction details are sent to the service that records the
transaction

One reason why I recommend against using the word "I" is because it subtly focuses attention
on the actor’s actions and focuses less on the behaviour of the component being specified. In the
above example, in the English language, the subject of the phrase is "I". The primary focus is
thus needlessly on the actor performing the action of clicking, rather than the subject being the
more important aspect that the button’s click behaviour was triggered.

Another reason to avoid "I" is because it begs many other questions to be asked, such as:
• Who actually is "I"? Is "I" a guest user to the system, or my logged-in user profile?
• What would be the behaviour if someone else performed the action? For instance, what

happens if John does it? How should the component behave then? That information
unfortunately is not specified and is therefore ambiguous.

If the purpose of the Behaviour Specification was however to define the behaviour that occurs
when a user profile with a specific security role or permission performs the action, then at least
the logical name of the security role should be specified, and the word "I" still is unnecessary
and not beneficial.

Let us now take this example to the next level - and remove the word "I".
When the Submit button is clicked
Then the transaction details are sent to the service that records the
transaction

The wording above is now much better focused on the action of clicking the Submit button,
without the distraction and unimportant details (in this case) of who clicks the button.

We can do even better than this though! Remembering that the software component context is
key to the understanding of Behaviour Specifications, and understanding that this particular
behaviour is written in and from the context of a User Interface component, we can rewrite
the "When" step as follows.

When a trigger occurs to submit the transaction details
Then the transaction details are sent to the service that records the
transaction
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Within the context of a User Interface component and feature file, the information about a
"Submit button" and "clicking" is unnecessary implementation detail. With the exception of
specifying security rules, it does not matter who clicks the button, what type of button it is,
whether it is a button or any other type of User Interface widget, and whether the widget is
mouse clicked, tapped or keyboard, voice or thought activated. What is important for this
behaviour however, is that something happened to trigger the recording of transaction details
and that there was an attempt to invoke an appropriate business service.

Due to Copying the Style of User Stories

A User Story is a precise and short expression of a requirement by a particular type of business
role. As such, the syntax begins by specifying the role of the actor - for instance, "As an
accounts manager" - and the rest of the story is written and understood from within the context
and perspective of an actor with that specified role. Additionally, a User Story can encompass
the functionality provided by multiple software components and systems.

In contrast, a Behaviour Specification is a specification about part of one software component,
and that behaviour may apply to many User Stories. Within the context and perspective of that
software component, if the word "I" was used, it should only refer to the software component
itself. The problem is that it really does not make sense to refer to a software component in that
way in the first place.

User Stories and Behaviour Specifications have different purposes. Confusion ensues if one
incorrectly mixes the concepts and tries to think about and understand a Behaviour Specification
from within the context of a specified role of a User Story.
For the sake of simplicity, and to reduce potential confusion and ambiguity, avoid using the
word "I" in Behaviour Specifications.

Have Different Feature Files for Different User Interfaces

How does one specify the various User Interface behaviours for keyboard or voice activation,
touch-enabled device taps and mouse clicks?

The short answer is: the software component context is king!

Each different interface should be considered another dimensional axis of the same set of
behaviours. In this situation, I recommend different feature files for each different type of User
Interface. I suggest one feature file for the voice interface behaviours of this component, a
different feature file for the touch-enabled interface behaviours, and another for the mouse-
based desktop computer interactions, etc. Each feature file would have the exact same set of
Behaviour Specifications and step wording. The context - which User Interface type the feature
file refers to - conveys the understanding of the User Interface implementation mechanism, and
how, for example, a button’s click action is triggered.

Again, there is no need in the Behaviour Specification to specify implementation details, and if
those details are desired, they should be available in the test run output.
If a team would like to document the fact that all these different User Interface interaction
mechanisms are available, then fantastic - but that belongs in a User Interface Guide and not as
Behaviour Specifications in a feature file!
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Understand Technical Tool Constraints

At the end of the day, the developers and/or testers must be able to successfully implement the
Behaviour Specifications as automated tests. If they cannot do so because of reasons related to
the technical tool that enables the execution of the specifications (e.g. Cucumber, SpecFlow,
etc), then either the style of writing the Behaviour Specifications must be altered or the tool
must be changed.

There is a constraint with the tool Cucumber that may prevent a team from following some of
the recommendations in this article and The Behaviour Specification Handbook [1]. With
Cucumber, each step within a set of feature files that are executed together is unique and only
can have one corresponding implementation. Because of this, when using Cucumber, there
cannot be Behaviour Specification steps with the exact same wording in more than one feature
file, and with different implementations that are specific to the context of their software
component. For example, it would not be possible to implement the suggested approach of
having different feature files for the different User Interface mechanisms of voice or touch. With
Cucumber, in order to make the wording of each step unique, there would be no choice but to
embed specific technical implementation details into the wording of each step, so that each step
can be precisely implemented as necessary. The other alternative would be to execute the
feature files separately - but for the example of voice and touch interfaces, that does not seem
like a good approach since they all relate to the same logical grouping of functionality.

This constraint is an intentional design decision made by the Cucumber development team, with
the idea that it forces the usage of a ubiquitous language and fosters better reusability and clarity
of steps [16]. However, defining more precise steps (in most cases, by specifying
implementation details) with the goal that it increases pressure to grow a business's ubiquitous
language (more than likely with technical terminology) is not, in my opinion, a desirable goal or
outcome.

The approach I recommend both embraces and highlights the context of a software component
and feature file as the key to understanding each behaviour, and also strongly emphasises the
usage of an accepted everyday business language. This also probably is another reason that
many common behaviour examples follow practices that I do not recommend, because the idea
of context is either not well understood or not embraced.

The Cucumber Backgrounder [17] interestingly goes so far as to say that relating the step
definition files to specific feature files is considered an anti-pattern - although quickly and
wisely advises that you may depart from that advice when you are experienced enough to
evaluate the trade-offs. Over the years I have given this a great amount of thought, attention and
real-life practise, and with the guidelines in this article and The Behaviour Specification
Handbook [1], I have witnessed many more benefits than negatives. Unfortunately, Cucumber
does not appear to be the right tool for the job. There are however other suitable tools available.

In the world of Ruby, Turnip [6] partly was created as an alternative to Cucumber because of
this same desire in the community to have step implementations scoped to behaviours [18].

In the .NET world, the open source tool SpecFlow [9] provides the test automation developer
with the option of reusing existing step implementations where useful and desired, and also the
ability to have different implementations for the same step wording in different feature files.
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Conclusion

Using the recommendations in this article and in The Behaviour Specification Handbook [1],
over the last five years I have practised Behaviour-Driven Development at enterprise-scale, and
successfully written and implemented Behaviour Specifications that:

• Are executed by an enabling technical tool - such as SpecFlow [9];

• Are logically grouped into software components;

• Are written in common, everyday, accepted business language - not technical terminology -
that the entire team and business stakeholders can understand; and

Do not include internal implementation details - making them robust and resilient over time to
technical design changes in the code, as well as helping to make them readable.

With this approach:
• Communication and understanding within the team increases;
• The software development lifecycle can be optimised;
• The Testing Pyramid can be maintained;
• Test case duplication can be minimised; and
• Total cost of ownership for software development and delivery can be reduced.

Further details, explanations and tips are available at the free online resource, The Behaviour
Specification Handbook [1].
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