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Decision Science... or Art?

I always try to present in Methods & Tools the diversity of our software development world. I
was therefore happy at the beginning of this year when I found contributors to write articles on
the software product lines approach. With a superficial knowledge of this approach, my first
intention was to produce an editorial opposing this "industrial" vision of software and the
current trend towards people-centric approaches. Fortunately, I waited before writing it ;o).

After reading the first drafts, I realised that an important contribution was to put in perspective
the decision process embedded in software development. In the first pages of his article, Charles
Krueger introduces the concepts of variation point and binding time. An important issue in
software development is when we can take decisions and commit to them. The context of the
development and the execution of the software influence the way decisions can be made. A
good approach would be to delay the time to make decisions as far as possible. This option is
appealing in theory, but it has also other implications on the developed application. Using
parameters to drive the behaviour of software at execution time could make the code larger and
more difficult to understand. It could also deteriorate performance. Limiting the time spent to
collect initial requirements makes it more difficult to architect the system and to provide
visibility on the timeline and the output of the project. Sometimes we can accept uncertainty, but
if you want to put on the market a new cell phone or a new car, project sponsors may be looking
for more planning and control, or at least the appearance of it. Therefore, you manage the
decision process accordingly. As a developer, we often make educated guesses on the quality of
the requirements provided by our end-user, on the need to provide flexibility for certain
functions, on the possible evolution of the real world. Experience helps us to make good
decisions but not always. Could we blame developers for not anticipating that some European
countries would abandon their currency to adopt the Euro, with the momentary need for
displaying prices in the two currencies? The concepts of "just enough" or "just in time" are
appealing, but at the end YOU will have to decide what is "just".
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Introduction to the Emerging Practice
Software Product Line Development

Charles W. Krueger, ckrueger@biglever.com
BigLever Software, 10500 Laurel Hill Cove, Austin TX 78730 USA

In today's customer-driven environment, most companies target the needs of their prospective
customers by creating a product line – a portfolio of closely related products with variations in
features and functions – rather than just a single product. For companies that utilize standalone
or embedded software in their products, this product diversity poses a serious problem. Tools
and techniques for software development tend to focus on individual products. As a result,
developing software for a product line is extremely complex due to multiple intertwined
products, features and production deadlines – all aimed at moving target markets.

These tactical software development challenges are big enough to impede the realization of
business-critical goals and strategies. More specifically, they can greatly hinder a company’s
ability to hit market windows, provide competitive pricing, maximize product quality, and
expand the scale or scope of their product line portfolio.

A new class of software development methods, tools and techniques – collectively referred to as
software product line development – is emerging to address this problem, offering
improvements in development time-to-market, cost, quality, and portfolio scale and scope. What
is most interesting is the magnitude of tactical and strategic improvements that are possible, not
measured in percentage points, but more commonly in factors of two to ten. These
improvements are so large that they impact the fundamentals of how companies compete. The
following sections provide insight into the emerging practice of software product line
development, its underlying key concepts and primary benefits

The Genesis of Software Product Line Development Methods

Manufacturers have long used analogous engineering techniques to create a product line of
similar products using a common factory that assembles and configures parts designed to be
reused across the varying products in the product line. For example, automotive manufacturers
can now create thousands of unique variations of one car model using a single pool of carefully
architected parts and one factory specifically designed to configure and assemble those parts.

The idea of manufacturing software from reusable parts has been around for decades, but
success has been elusive. Recent advances in the software product line field have demonstrated
that narrow and strategic application of these concepts can yield order of magnitude
improvements in software engineering capability. The result is often a discontinuous jump in
competitive business advantage, similar to that seen when manufacturers adopt mass production
and mass customization paradigms.

The characteristic that distinguishes software product lines from previous efforts is predictive
versus opportunistic software reuse. Rather than put general software components into a library
in hopes that opportunities for reuse will arise, software product lines only call for software
artifacts to be created when reuse is predicted in one or more products in a well defined product
line.
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Basic Software Product Line Concepts

Software product lines can be described in terms of four simple concepts, as illustrated in the
figure below:

• Software asset inputs: a collection of software assets – such as requirements, source code
components, test cases, architecture, and documentation – that can be configured and
composed in different ways to create all of the products in a product line. Each of the assets
has a well defined role within a common architecture for the product line. To accommodate
variation among the products, some of the assets may be optional and some of the assets
may have internal variation points that can be configured in different ways to provide
different behavior.

• Decision model and product decisions: The decision model describes optional and variable
features for the products in the product line. Each product in the product line is uniquely
defined by its product decisions - choices for each of the optional and variable features in
the decision model.

• Production mechanism and process: the means for composing and configuring products from
the software asset inputs. Product decisions are used during production to determine which
software asset inputs to use and how to configure the variation points within those assets.

• Software product outputs: the collection of all products that can be produced for the product
line. The scope of the product line is determined by the set of software product outputs that
can be produced from the software assets and decision model.
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These concepts illustrate the key objectives of software product lines: to capitalize on
commonality and manage variation in order to reduce the time, effort, cost and complexity of
creating and maintaining a product line of similar software systems.

• Capitalize on commonality through consolidation and sharing within the software asset
inputs, thereby avoiding duplication and divergence.

• Manage variation by clearly defining the variation points and decision model, thereby
making the location, rationale, and dependencies for variation explicit.

Software product line development approaches provide a shift in perspective, so that
development organizations can engineer their entire portfolio as though it were a single system
– the production line – rather than a multitude of products.

Binding Times

The primary distinction between software product line engineering and conventional software
engineering is the presence of variation in some or all of the software assets. In the early stages
of a software product line lifecycle, software assets contain variation points that represent
unbound options about how the software will behave. At some point during the production
process, product decisions are utilized to select among the options for each variation point, after
which the behavior of the variation point in the final product is fully specified. The time at
which the decisions for a variation point are bound is referred to as the binding time.

Examples of different binding times for software product lines include:

• Source reuse time. Decisions bound when reusing a configurable source artifact

• Development time. Decisions bound during architecture, design, and coding

• Static code instantiation time. Decisions bound during assembly of code just prior to a build

• Build time. Decisions bound during compilation or related processing

• Package time. Decisions bound while assembling binary & executable collections

• Customer customizations. Decisions bound during custom coding at customer site

• Install time. Decisions bound during the installation of the software product

• Startup time. Decisions bound during system startup

• Runtime. Decisions bound when the system is executing

It is possible to utilize multiple binding times in a software product line. This allows some
decisions to be bound earlier in the lifecycle and other decisions to be deferred until later in the
process. For example, some decisions might best be made by a product manager at the company
developing the software, while other decisions might best be made by the end customer that will
use the software.
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With multiple binding times, the software product outputs from binding decisions at one
production stage become partially instantiated software asset inputs for binding decisions at the
next production stage. The figure below illustrates two binding times, though more are possible.

Production

The production operation creates partially or fully instantiated product outputs from software
asset inputs, using product decisions to determine how to bind variations in the assets.
Production is a key discriminator between different software product line approaches and those
differences are described in this section.

Automation. Production in software product lines can be fully automated, completely manual, or
somewhere in between. An example of a fully automated production approach is application
generators and product configurators, where product decisions provide sufficient information to
automatically generate the product outputs. An example of a completely manual approach is a
textual production plan, where software engineers interpret and follow directions in the plan and
the product decisions to tailor, integrate, and provide “glue code” around the software assets in
order to create products.

Periodicity. As with conventional software engineering, production of a product is typically not
a one-shot activity. Products may need to be periodically reproduced to reflect enhancements to
the software assets or decisions. The frequency of periodic production may be measured in
terms of hours in an agile approach that utilizes automation or in terms of years in a waterfall
and manual production approach.

Roles. Some production approaches define a separate human role for the production activity
called application engineering, distinct from the domain engineering role responsible for
engineering the software asset inputs. Other approaches do not distinguish between these two
roles. Separate roles are common in approaches with manual production while a single role is
more common in approaches with fully automated production.
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Production Artifacts

Product Decisions

Representation. The different formats used to represent product decisions range from informal
textual descriptions to formal machine-interpreted languages.

Guidance. Some software product line approaches provide guidance when making decisions for
a product, ranging from written heuristics, to constraint checking, to expert system guidance.
Guidance helps to reduce the time, complexity, and errors in the decision-making process,
particularly for large numbers of interdependent decisions.

Role. The decision-making role for product creation may be an engineering role such as an
application engineer or a domain engineer, or it may be a non-engineering role such as a product
marketer, a sales person, or the customer. The role should be given to the person who can make
the best decisions at the best time. This will in turn influence the binding time (or times) for
production.

Replayable. For periodic production of products, previously-made decisions for products can be
automatically “replayed” rather than manually recreated. This requires stored decision
representations and automated replay mechanisms.

Software Asset Inputs

Representation. The software asset inputs for software product lines can come in many different
formats, ranging from immutable binary executables to mutable source code that is manually
modified, tailored, or extended during production. Assets are not limited to source code and can
include test cases, documentation, requirements, use cases, architecture and design descriptions,
and so forth.

Variation points. There are many approaches for representing points of variation in the software
assets as well as mechanisms to instantiate them. The best choice is influenced by the desired
binding time and the degree of production automation desired. For example, a variation point
for development-time binding without automation could be an empty block of source code that
an application developer fills in. Variation points for runtime binding with full automation
might be a programming language if-then-else statement whose behavior is determined
by user preferences settings made by the customer.

Product Outputs

Representation. The product outputs can take on many different formats, such as binary versus
source and mutable versus immutable.

Partial instantiation. If the product outputs are partially instantiated in one stage of variation
binding, the unbound variations become the variation points in software asset inputs for the next
stage.

Evolution and Configuration Management

As with conventional software engineering, the software artifacts in a software product line (the
assets, decisions, and products) are subject to maintenance and evolution. That variation over
time, due to evolution, is distinct from the variation found in the variation points in the software
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assets, due to the variation among products in the product line space. This distinction is
characterized as variation in time versus variation in space.

Conventional configuration management can manage some of the issues of variation in time for
a software product line. However, the problem is complicated by dependencies among the
different software artifacts in the production process. As illustrated below, evolutionary changes
to an artifact may require that those changes be propagated to interdependent downstream or
upstream artifacts in the production workflow.

Update paths. A change made to an upstream artifact may need to be reflected in all existing
downstream artifacts previously produced from the original artifact.

Feedback paths. If downstream artifacts are mutable, then a change made to a downstream
artifact may need to be fed back to the original artifact or artifacts from which the original
downstream artifact was produced. Automated production and replay can eliminate the need for
manual updates and all feedback paths.
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Product Line Scope

The scope of a single software product is defined by the bounds of the capabilities provided in
that product. Similarly, the scope of a software product line is determined by the bounds of the
capabilities provided by the collection of products in the product line. The scope of the products
in any product line can be characterized in terms of six dimensions in product usage scenarios:
who, what, when, where, how, and why. Multiplicity along these dimensions leads to multiple
products in a product line.

There are two primary approaches to managing scope software product lines, proactive and
reactive. In the case of a pure proactive approach, all of the products needed on the foreseeable
horizon are supported by the product line. In the case of a pure reactive approach, only the
products needed in the immediate term are supported by the product line and new products are
incrementally added as the needs change. There is, of course, a continuum between the two.

The reactive approach requires less up-front effort than the proactive approach since the initial
scope coverage is smaller. To implement the same scope coverage, the reactive approach
incrementally defers the cost and effort over longer period of time compared to the proactive
approach. With the proactive approach, the up-front investment for implementing a broader
scope is amortized over time when new products within the scope are deployed with little or no
effort. It is possible for early stage artifacts in a software product line, such as the architecture,
to have a more proactive scope than later stage artifacts, such as the source code. However, the
overall scope of the product line is defined by the scope of the product collection that can be
produced, tested, and deployed.

Transition to a Software Product Line Approach

There are a variety of approaches for transitioning to, or adopting, a new software product line
approach. Some case studies have reported transition efforts of 5 years while others have
reported making the transition in as little as 2 months. This section outlines some of the
characteristics that influence this surprising diversity in transition profiles.

Source of Software Asset Inputs

The software asset inputs for a software product line might come from a variety of sources,
including reusable artifacts from an existing library, wrapped or re-engineered artifacts from an
existing product, or artifacts developed from scratch. Considerable time and effort can be saved
if assets can be reused or extracted from existing products, existing repositories, commercial
libraries, and so forth, rather than creating the software assets from scratch.

New versus Enhancement

Another distinguishing characteristic in the transition approach for software product lines is
whether it is a brand new product line or whether it is a transition from an existing product line
to a more effective approach. Note that if the initial state has multiple products, managed with
even the most primitive, ad hoc, conventional techniques such as clone-and-own or language
preprocessor conditionals such as the C language #ifdefs, it is still a product line. “Clone-
and-own” refers to the practice of creating a new product by “cloning” a copy of the source code
of another product and then modifying it, thereby taking ownership of the newly cloned product
which now has a development and maintenance lifecycle of its own. Existing products, assets
(including requirements, architecture, source, and so forth), decision models, and production
mechanisms can often be reused and re-engineered when enhancing a software product line
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approach in order to save time and effort.

Lightweight Approaches

Early case studies of software product line transitions reported typical adoption times of 2 to 5
years. For most organizations, this time and effort represents a significant barrier to adopting a
product line approach, regardless of the potential benefits. Recently, advances have been made
in lightweight approaches that lower the required transition effort, with some case studies
reporting adoption efforts as low as 2 months. Lightweight techniques employed include:

• minimize differences between single-system and product line engineering in order to
minimize impact on organization, processes, software, and infrastructure

• utilize an incremental adoption strategy to initially transition a small subset of assets,
products, subsystems or people

• offer off-the-shelf software product line tools and technology

• use reactive approaches to defer product development and deployment efforts

• structure production to minimize the need for complex and costly merging, feedback, and
product-specific configuration management overhead

The Benefits of Software Product Line Development Practice

The benefits of the software product line approach come in the form of tactical improvements in
software engineering -- deploying software products faster, cheaper, and better. However, what
is most interesting is that these tactical improvements are often large enough to have an impact
well beyond the borders of the engineering department, offering strategic competitive benefits
to the way that a company conducts its business.

The following tactical engineering benefits can be gained from software product lines. Some
organizations have reported improvements ranging from factors of 3 to factors of 50.

• reduction in the average time to create and deploy a new product

• reduction in the average number of defects per product

• reduction in the average engineering effort to deploy and maintain a product, and therefore
reduction in the average engineering cost per product

• increase in the total number of products that can be effectively deployed and managed

These tactical engineering benefits translate into a very powerful set of strategic business
benefits:

• reduced time-to-market and time-to-revenue for new products

• improved competitive product value

• higher profit margins

• improved ability to hit market windows

• better product quality and improved company reputation for quality

• improved scalability of business model in terms of products and markets

• increased agility to expand into new markets

• reduced risk in product deployments
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The order-of-magnitude benefits offered by software product lines can be attributed to strategic
software reuse. Software product line techniques explicitly consolidate and capitalize on
commonality throughout the product line. They formally manage and control the variations
among the products in the product line. They aggressively eliminate all duplication of effort in
the engineering processes. As a result, the only unique engineering effort required for any
product in the product line is for the product variations that are truly unique to the product.

The remaining sections in this chapter provide additional details and descriptions on the tactical
and strategic benefits of software product lines.

Time-to-Market Benefits of Software Product Lines

If new products in a software product line can be engineered and brought to market faster, the
following strategic business benefits result:

• shorter time to revenue

• improved ability to hit critical market windows

• increased bandwidth to pursue more markets and thus generate more revenue

• greater agility to survive in turbulent market conditions

Companies with software product line success stories have reported decreasing their time-to-
market for new products by factors of 2 to 50 when compared to the conventional techniques
they were using before.

Some of the tactical pains experienced by engineering organizations that might be able to
benefit from the time-to-market improvements of software product lines include:

• contentious relationship between marketing and engineering teams due to engineering's
inability to accommodate business requests for more product variations

• complex and time consuming coordination of multiple parallel development efforts that
share common software (for example, diverging and merging code bases or bushy
configuration management branch structures)

• brittle source code that is difficult and error-prone to extend with new product variations

Software product line approaches improve time-to-market by enabling delta engineering. Delta
engineering means that the only new software development required for a new product instance
is for new variation points in the software assets to accommodate capabilities that are truly
unique to the new product (that is, capabilities that don't already exist for other products).
Beyond that, the new product instance can be created from the stable collection of existing
common assets, variation points, the decision model, and the production mechanism.

Quality Benefits of Software Product Lines

Quality benefits of software product lines can be measured in two ways. The first is how well
each product matches the needs of each customer. The mass customization capabilities of
software product lines directly address this measure of quality. The second is the rate of defects
found in each of the products in the product line, which can also be significantly improved by
software product line techniques. Companies have reported reductions in defect rates as high as
96%.
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Higher product quality with software product lines has both strategic business and tactical
engineering impact:

• satisfied customers provide a continuing revenue stream and provide positive
recommendations to other potential customers

• fewer product defects means lower overhead throughout the software lifecycle
• fewer support calls and thus a smaller support organization
• fewer failure/find/fix/retest cycles in the test organization leads to shorter test cycles and

smaller test teams
• fewer debug/fix activities means that developers can focus more time on developing new

products and new product capabilities

The quality benefits - in terms of defect reduction - can be directly attributed to the
commonality in a software product line. By optimizing the reuse of software assets across the
product line and throughout the life of a product line, very high quality assets emerge. Finding
and fixing a single defect in a common software asset will impact all of the products using that
asset, even if the defect was only observed in one of the products.

The following graph illustrates the downward trend of defects found when testing a collection of
products in a software product line, both in a single release of products and across multiple
releases of the products. Each colored curve represents a sequence of product tests for a
simultaneous release of products in a product line. Each downward-sloping curve shows that
defects found in early product tests (e.g., Product A) reduce the number of defects found in
subsequent product tests (e.g., Product B). The downward trend of overall defects from Release
1 to Release 2 to Release 3 illustrates that high quality software assets are emerging due to high
levels of commonality and carefully managed variations from release to release.

Productivity and Cost Benefits of Software Product Lines

Software product line techniques can significantly increase the productivity of software
engineers, seen as a reduction in the effort and cost required to develop, deploy, and maintain a
collection of similar software products. Typical productivity improvements reported in case
studies range between a factor of 2 to 3, though higher factors are not uncommon. Because the
labor costs often dominate the cost of building software systems, productivity and cost benefits
go hand-in-hand with software product lines.
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The following graph illustrates the effort – and thus cost – required to develop, deploy, and
maintain a collection of similar software products. The greater the total number of products, the
greater the total effort and cost. The red line represents a conventional productivity line. The
blue line represents a productivity line of the pioneering efforts in software product lines, where
a significant up-front effort was typically required (seen as the high Y-axis intercept) to launch a
software product line and to achieve the 3-to-1 productivity improvements (seen as the more
gradual slope). The green line represents the new generation of software product line methods
that can achieve 3-to-1 or better productivity gains with much less up-front effort.

The productivity and cost benefits of software product lines can be directly attributed to the very
effective reuse of software – capitalizing on the commonality and efficiently managing the
variation among products in the product line.

While productivity improves the bottom line in a company's finances, there are also strategic top
line benefits. For example, productivity benefits can simultaneously lower the prices and
increase the profit margins for products, which provides significant strategic competitive
advantage. Furthermore, the large increases in productivity can counteract the pressures to
export software development jobs to offshore development locations.

Scalability Benefits of Software Product Lines

A company that takes a software product line approach needs to scale, without constraints, to
whatever number of products are optimal for the business. Looking more carefully at the
productivity graph from the previous section, both conventional and software product line
approaches do have limits to the number of products that can be effectively developed and
maintained. As shown in the graph below, a steep rise in effort is encountered when an approach
reaches its complexity limit. The benefit of software product line approaches is that they can
often scale to orders-of-magnitude more products than conventional software engineering
techniques.
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There are strategic competitive advantages to being able to scale to larger numbers of products.
For example,

• going into larger numbers of markets with tailored products

• creating larger numbers of more narrowly focused products within a market

• providing greater variety and more targeted products than competitors

The complexity limit typically manifests itself as an overwhelming increase in errors and
defects. The results is that engineers spend all of their time finding and fixing defects in existing
products rather than developing the next product. The errors and complexity can be attributed to
limitations in (1) how effectively commonality leveraged across products and (2) how
effectively variation is managed among products. The more effectively these two things are
done, the greater the scalability of the approach.

Conclusions and How to Learn More

The emerging practice of software product line development offers significant tactical software
engineering improvements as well as strategic business advantages. In much the same way that
manufacturers advanced from manual labor to mass production to mass customization, software
product line development allow software development organizations to advance from labor
intensive to highly efficient and automated portfolio development methods.

To learn more about these methods and successes stories, see the Software Product Line
Development community web site, www.SoftwareProductLines.com.

www.SoftwareProductLines.com
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Making an Incremental Transition to Software Product Line Practice

Charles W. Krueger, William A. Hetrick and Joseph G. Moore
ckrueger@biglever.com, bill.hetrick@engenio.com, joe.moore@engenio.com

LSI Logic, Engenio Storage Group, 3718 N. Rock Road, Wichita, KS 67226 USA
BigLever Software, 10500 Laurel Hill Cove, Austin TX 78730 USA

Abstract. LSI Logic made the transition to software product line practice in order to keep pace
with growing business demand for its products. By using an incremental transition strategy, LSI
Logic avoided the typical upfront adoption barrier – the equivalent development effort of 2 to 3
standalone products – which in their case was projected to be 900 to 1350 developer-months.
LSI Logic discovered that by making an upfront investment of only 4 developer-months, they
were able to start a chain reaction in which the tactical and strategic incremental returns quickly
outpaced the incremental investments, making the transition pay for itself.

Introduction

The Engenio Storage Group division of LSI Logic faced a daunting challenge. The business
demand for its RAID storage server products was rapidly out pacing their ability to create,
evolve and maintain the firmware for those products. Software product line practice, which was
just coming into view at the time, seemed to be the answer. But there was an apparent barrier.
Prevalent in the software product line literature at the time was the assumption that it requires an
upfront investment of 2 to 3 products worth of development effort in order to see return on those
investments [1,2]. Based on metrics from two recent deployments, LSI Logic’s projected
upfront investment was 900 to 1350 developer-months of effort, with a development staff of
100. There was absolutely no slack in LSI Logic’s contractually-dictated production schedules
to divert this amount of upfront effort to re-analyze and re-architect controllers, re-engineer and
componentize assets, redesign production infrastructure, re-define processes, and re-organize
management and development teams.

Rather than attempt to surmount this formidable upfront adoption barrier, LSI Logic chose
instead to make an incremental transition into software product line practice. Not incremental in
the sense of prolonging the time to make the large upfront investments and similarly prolonging
the time to see returns. But rather, incremental in the sense of making a series of small
investments, each of which would immediately yield the order-of-magnitude returns that are
characteristic of software product line practice.

LSI Logic discovered that with a relatively small upfront investment of 4 developer-months for
its first incremental investment, the cumulative returns began to quickly outpace the cumulative
investments in terms of time, effort and money. As a result, the return on investment was almost
immediate and the resulting “profits” in time, effort and money from the return on investment
could be used to fuel the remaining incremental transition.

There are, of course, many different facets within a software development organization to
consider when making an incremental transition to software product lines. For example,
Clements and Northrop characterize 29 key practice areas that may be impacted by a software
product line approach [1]. Any or all of these might be considered in an incremental transition.
LSI Logic chose to incrementally address, in sequence, those facets that represented the primary
inefficiencies and bottlenecks in their development organization. By eliminating the
inefficiencies and bottlenecks in the most critical facet, the next most critical product line
problem in the sequence was exposed and targeted for the next increment.
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To date, the sequence of incremental steps in the LSI Logic transition to software product line
practice can be characterized by the following four primary stages:

• Transition the infrastructure from conventional configuration management and builds to first
class software product line variation management, configuration management and automated
production

• Transition from team organization by products to team organization by core assets

• Transition from development processes defined by product releases to development process
defined by feature releases

• Transition from validation and quality assurance for individual products to validation and
quality assurance for all of the software product line assets

Initial State of LSI Logic’s Development Practice

The Engenio Storage Group division in LSI Logic is in the business of providing feature-rich,
high-performance, storage servers to major OEM vendors such as IBM, SGI, Cray, StorageTek
and Teradata. Each OEM customer wants to take advantage of LSI Logic’s core competence in
storage technology, but each one also wants unique and differentiated solutions. Thus, the need
for efficient product line engineering is central to its business model. Also, the ability to extend
its product line to attract and retain a growing customer base is key for establishing investor
value.

The Controller Firmware team within LSI Logic’s Engenio Storage Group is the focal point for
the evolution to a software product line. In recent years, this group has grown include to 210
firmware developers, working at four distinct geographic sites. The group currently provides
firmware for 91 products, with about one million lines of embedded software going into each
product. Approximately 80% of the code is common among all products.

In the late 1990s, the Engenio Storage Group Controller Firmware Development staff lived in
far simpler world. The firmware was constructed as a single software build, applicable to all
deployments. Any required product variability was resolved at runtime, using downloadable
configuration data stored in non-volatile memory. Evolution of the firmware over time was
managed using the concept of formal releases. These releases were managed in a disciplined
manner, with a formal waterfall process guiding the way. Each release would transition through
the stages of analysis, design, implementation and test. Once a release was complete and
products were shipping to customers, work on the next release could begin. In retrospect, it is
apparent that it was the sequential nature of the release cycle that kept the firmware
development world simple and sane.

Market pressures eventually emerged that greatly disrupted the simple, sequential release-based
perspective that had guided the firmware team through the nineties. The 21st century brought
increased success in the marketplace, but this success was accompanied by a furor of
development demands that could not be accommodated by sequential development cycles. The
tranquil world of sequential releases was replaced with the nonstop chaos of a half dozen
intertwined and overlapping release cycles.

In the midst of the market-driven turbulence, the need for change within the engineering group
at Engenio was not readily apparent. Instead, the evolution from a single product to a product
line stealthily crept into LSI Logic’s product development world. The initial portent of change
was the introduction of a new, low-end, hardware platform. While the feature content of the
low-end product was to be the same and the bulk of the firmware code was to be shared between
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the new low-end and existing mid-range products, there were substantial differences between
the two hardware platforms. The introduction of a second, substantially independent,
development environment to support the new platform was the initial solution for managing this
variability. Although this move solved the immediate problem of supporting the variation
among the old and new products, it proved to be a less than ideal way to manage the
commonality.

During the evolution from one to multiple products, the primary tool utilized by LSI Logic’s
firmware group was a proven, well-integrated, configuration and problem tracking system. This
system did an excellent job in the role for which it was intended, but it created the tendency for
product variability problems to be treated as configuration management problems. For example,
variability to satisfy differing platform requirements was managed by branched versions of the
same source files. Similar branching was introduced to support the concurrent development of
diverse features. The end result of the evolution from a single product to a diversity of hardware
platforms and firmware features was success in the marketplace, but chaos within the code base.
Eventually, approximately 30% of the 3300 files in the LSI Logic source code base had
anywhere from 2 to 16 active branches under development. The resultant branching, merging,
duplication and divergence became the dominant effort in the firmware development team,
leading to the realization that a change in development practice was imperative.
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The Decision to Transition to a Software Product Line Approach

The negative impact of the rapidly increasing file branches became evident from two
complimentary viewpoints, one from the architects and one from the managers. First, an
architect began to observe code quality degeneration due to excessive file branching. As new
features were implemented, there was a statistical likelihood that 30% of the impacted files
would have branches (recall that 30% of the files in the code base were branched). The feature
implementation on a branched file had to be duplicated on each branch of that file, which was
labor intensive and highly error prone since each branch of a file might be slightly different in
subtle ways.

Second, from the managers’ viewpoint, defect resolutions were also becoming increasingly
expensive, since defects resulted in a large percentage of development capacity spent on
analysis, correction, and validation on multiple file branches. The change management tool in
use modeled this duplication of defect resolution tasks as clone requests. The development
management team then used this data to track clone metrics – the ratio of clone requests versus
the total number of change requests. The management team considers clone work a waste item
in the development capacity because the duplication of effort prevents a developer from
working on new revenue-generating features.

Clone metrics were increasing over time, mirroring the code quality issue observed by the
architect. The root cause was attributed to the file branching, which was a result of the growing
number products under concurrent development, which in turn was a direct result of LSI Logic’s
success in their OEM business.

To the architects and managers faced with this growing problem, software product lines
intuitively resonated as a viable solution, though no one on the team had direct experience with
this emerging field of practice. Before launching into a full-scale change initiative, they decided
to expand their understanding of basic product family development principles with consulting
and an assessment by an outside organization specializing in software product line development
tools and practices.

During the assessment, a pilot project plan emerged based on a vision of the development and
production environment after a full-scale transition. The development and production
environment would be based a unified set of core assets, residing on the single common trunk in
configuration management – no more branches. A software product line development tool [3]
would be used to manage variation at the source configuration binding time. Product
instantiation, or production, would be fully automated, driven from decisions in the feature
model and extracted from the core assets. All of the common and varying source code would
exist as core assets with variation points, so no manual application engineering would be
required.

Over the next few months, the pilot project plan was refined. Two products were selected to
become the initial baseline for core assets in the product line. The pilot was designed to be an
initial transition step in a deployment, if proven successful.

The pilot project was budgeted as a six-week effort, beginning on May 17, 2004. After
consolidating the two product code sets with feature model and variation points, the methods
and results of the prototype production line were shared with all of the development managers,
architects, and their superiors on June 8, 2004 – three weeks ahead of schedule. With
considerable discussion and analysis, projecting business requirements and scenarios in the
development organization, the group concurred that the product line environment would
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eliminate the branching and clone problem, enabling the development staff better satisfy LSI
Logic’s business and engineering requirements. Development management agreed to the final
deployment plan on June 17, 2004, one month after the beginning of the pilot. After hardening
the pilot prototype and documenting the new configuration management and production
procedures, the new software product line development environment was put into daily
production use by the development staff on July 30, 2004. The entire effort to get to this point
was 4 developer-months.

LSI Logic’s Transition

LSI Logic structured its transition to software product line practice into four sequential and
incremental stages. Each of these four stages had nested incremental substructure. The objective
was to make small incremental investments in product line practice – small enough not to
disrupt ongoing production schedules – in an effort to immediately reap larger incremental
returns on those incremental investments.

The four stages were ordered sequentially to address, in order, the most prominent inefficiencies
and bottlenecks first.

• Transition the infrastructure and core assets

• Transition the team organization

• Transition the development processes

• Transition the validation and quality assurance

Transition of the Infrastructure and Source Code Assets

The most critical issue identified to address first was the growing problem of file branching
degrading quality and productivity. To accomplish this, the development infrastructure was
enhanced to support a single consolidated collection of core assets rather than highly branched
files in configuration management. The subtasks within this stage were to:

• validate the approach with a pilot project

• create the software product line development and production infrastructure

• incrementally extract a core asset base from existing source code branches

• incrementally transition development teams away from branch and clone methods to core
asset development using the new infrastructure

• incrementally refactor the core assets to maximize commonality and to optimize abstraction
in variation points

When the transition started, eight product releases were concurrently in various stages of active
development. The pilot project consolidated the branched source code for two of these products,
resulting in the initial core asset base. To minimized the potential disruption of the critical
product releases under development, the pilot and initial deployment strategically targeted two
products that were early in their release cycle.

The initial code base for the two products was comprised of 3300 files, 1000 of which had
anywhere from 2 to 16 branches, organized into 212 directories. The core asset base after
consolidation was comprised of 3103 common files, 51 variation point files, 211 common
directories, 1 variation point directory, and 0 branches.
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The transition plan dictated that the remaining product releases currently in flight would be
completed using existing branch/merge/clone methods. All subsequent product and feature
releases were to deploy from the core assets of the product line. As illustrated below in Figure 1,
over the subsequent 9 months, developers rolled off of projects developed under the legacy
methods, while the core assets and production line evolved to deploy 23 products.

Fig. 1.  Incremental Transition of People and Products

Early in this stage of the transition, the variation points were unceremoniously extracted from
the existing branched code base with no attempt to re-architect or re-engineer the core assets
other than to encapsulate, characterize, and program variation points based on a simple feature
model. This allowed, for example, all 51 variation points to be extracted from the 3300 files,
1000 of which were branched, in less than 3 days during the pilot. However, over time, the
variation points were incrementally revisited in order find opportunities for greater commonality
and to find better product line abstractions.
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The incremental investment during the first stage of the transition was to establish a new
software product line development and production infrastructure, create a baseline of core assets
from the existing branched source base, and train developers on the new product line
development environment and methodology. The initial investment to conduct the pilot project
and then to go into live product line development and production with those 2 products was 4
developer-months.  Subsequent transition of the remaining 21 products and product teams
required less than one half developer-month per product.

The incremental return on investment originated from improved efficiencies at the tactical
developer level. Developers spent less time manipulating the configuration management tool,
navigating and making cloned modifications on intricate file-by-file branch structures. As a
result they could spend more time developing new features.

The dramatic reduction in branch complexity is illustrated in Figure 2 using a file branch factor
metric, defined as the number of file branches normalized by the number of products. Note from
the graph that branches have been eliminated in the product line core asset base.

Fig. 2.  File Branch Factor During the Transition

Our historical metrics have demonstrated a strong correlation between the number of branched
files and the number of duplicate defect resolutions required. The reduction in file branches has
led to a derivative return on investment – a reduction in clone defect resolutions.

Finally, at a strategic level, LSI Logic quickly gained increased confidence in their software
product line development capabilities and, as a result, their ability to respond to  more
aggressively to  expanding business opportunities. As is typical with software product line
transitions, the strategic returns on investment overshadow the tactical returns. In the two years
since the initial transition, LSI Logic has scaled its firmware portfolio from 16 to 91 products, a
factor of six increase.
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Transition of the Organization

The new software product line development environment and transition to core assets facilitated
the development of concurrent product releases and also helped with the deployment and
validation of new features across multiple hardware platforms. However, after the first stage of
the transition, most of the development focus still remained product release centric. The second
stage in the incremental transition was to start a shift in development focus to core assets by
restructuring the development organization. Developers on product release teams incrementally
transitioned to a set of teams defined by collections of core asset components. The collections of
core assets were grouped by affinities and service layers in the firmware architecture.

Each team in the new organizational structure has a core asset manager and a technical team
leader. The core asset manager is responsible for making sure that their core assets provide the
right capabilities at the right time on the product release roadmap. The core asset technical team
lead is responsible for implementing their core assets according to the architectural and feature
requirements on the product roadmap. Core asset managers and team leads also have an internal
focus with their team on core asset stewardship, or maintaining and optimizing the integrity of
their core assets. Core asset stewardship includes tasks such as refactoring to optimize
commonality and variability, maintaining an appropriate balance for the requirements tradeoffs
across the entire product line, and searching for emerging abstractions in the variation points[4].

Asset team staffing was determined by existing and planned domain expertise needs of the
clustered components and the asset evolution requirements for new features. This was a difficult
transition culturally as developers, who were accustomed to working on any file in the code
base, were now expected to request changes from the domain experts of other asset teams.
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The investment for this increment was the planning to define the asset teams and training to
educate team members, team leaders, and development managers in the roles and
responsibilities of the asset team roles. The return on that investment was better planning and a
more controlled and efficient asset evolution. This has resulted in better designs and improved
defect resolutions due to improved visibility into the product family and core asset
requirements. Technical experts are making better generalized technical decisions for the assets
they own, based on a deeper knowledge of those components.  Having teams with ownership
and deep expertise in a narrow collection of core assets ultimately reduced the rework in both
designs and defect resolutions.

Although it has not been formally characterized yet, there is clear evidence that the feature
development capacity within the organization has been increased by at least 100%. Rather than
scrambling to reallocate overextending developers to meet production schedules, managers now
have the luxury of choosing where to allocate this newly gained development capacity.

Transition of the Development Processes

One of the difficulties in transitioning the development team focus to an asset focus was that
LSI Logic’s development process was release centric. The third stage in the transition was to
align the development process with product family development. The process needed to include
a mapping step from feature and release requirements to asset requirements. It needed to
increase communication effectiveness of product family requirements at the asset evolution
level. The process needed to allow for an asset assembly and feature or product validation
function through the development cycle. LSI Logic’s process needs extended beyond
compatibility with software product line practices by increasing the ability to respond to
changing customer requirements as well as addressing the growing geographic distribution of
the development staff.

LSI Logic made a significant investment to address its process needs by assembling a task force
comprised of its Software Engineering Process Group (SEPG) along with management
representation from other development and quality assurance roles. The task force held a face-
to-face process summit with a clearly defined purpose of creating a software development
process that addressed the needs of the company. Amazingly enough, the group reached
consensus at the summit on a process structure. Over the next few months, the process definition
was refined and was incrementally put into practice. Changing the development process
completed the shift of asset team focus to product family development, further reducing the
development overhead by satisfying multiple component requirements with coordinated
development efforts and leveraging the domain expertise of asset team developers.

Transition of Validation And Quality Assurance

The fourth incremental transition stage, currently in progress, is feature validation and quality
assurance. The plan is to improve the product engineering capability of the organization by
completing all feature requirements validation iteratively as part of the development work, and
shifting the responsibility of the product certification group to the interoperability matrix of LSI
Logic’s controller platforms, server systems, operating systems, network adapters, and network
switches. This transition is a significant investment, affecting multiple cross functional groups
and processes. The expected return from this investment is to move beyond efficiency
improvements in development capacity to efficiency improvements in product production and
release. For example, there are significant opportunities to reduce the time to complete final
product validation, thereby further reducing the time-to-market for new products and new
features.
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Future Transition Work

The ultimate objective is to do software product line development at an optimal level of
effectiveness and efficiency. As the four major transition stages reach completion, we begin to
continually evolve and search out areas of waste and overhead, though these tend to be smaller
and more focused optimizations rather than major transition efforts.

Conclusions and Lessons Learned

LSI Logic’s transition to software product line practice demonstrated that a large development
organization with a large legacy code base can make the transition to software product line
practice without a large upfront investment and without disrupting ongoing production
schedules. By investing only 4 developer-months of effort upfront and 12 developer-months
overall, LSI Logic incrementally transitioned 23 products – each comprising 1 million lines of
code – and 135 developers to a sophisticated software product line practice. This is two orders
of magnitude less than comparable transitions reported elsewhere.

By staging an incremental transition, small incremental investments very quickly yielded much
larger incremental returns. These returns – in effort, time and money – could then be partially or
fully reinvested to fuel the next incremental steps in the transition. Furthermore, the efficiency
and effectiveness of the development organization constantly improved throughout the
transition, demonstrating that development organizations do not need to take a hit in order to
reap the benefits of software product line practice.
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Stated a little more strongly, the LSI Logic transition refutes the conventional wisdom that it
takes an upfront transition effort equivalent to developing 2 or 3 standalone products in order to
achieve return on investment. LSI Logic achieved return on investment after an incremental
investment of only 4 developer-months of effort. In contrast, the conventional wisdom of 2 or 3
products predicted the return on investment for LSI Logic to be 900 to 1350 developer-months,
or 200 to 300 times greater than that actually experienced.

A big part of this success, we believe, is that LSI Logic made an explicit decision to transition to
software product line practice utilizing the emerging knowledge, technology and best practices
coming out of the software product line field. The data and experiences at LSI Logic are
consistent with others that have utilized these emerging approaches [5,6].

Another of the lessons learned from this experience is that the transition in product line practice
areas such as infrastructure, core assets, organizational structure, development processes, and
QA practices do not have to occur in parallel. LSI Logic incrementally addressed these in
sequential order, choosing to solve the problems with the largest potential return on investment
first. With the sequential approach, after the transition in one area was complete, the need for
transition in the next was more clearly illuminated. For example, after creating the production
infrastructure and formal core assets, it was easier to argue why teams should be organized
around core assets and limited to modifying their core assets rather than be organized around
products and free to modify any source file.

The “people issues” are always the most difficult when imparting change in an organization[7].
A final lesson learned that we found to be particularly important was that the incremental
transition made one aspect of the people issues easier than expected. By quickly and continually
showing benefit, it is much easier to quell the detractors. In fact, we found that the biggest
skeptics and detractors quickly became the strongest advocates, once they experienced the
benefits of software product line practice. By quickly and incrementally showing return on
investment, detractors have less time and opportunity to derail the initiative.
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An Introduction to Web Development Using the Ruby on Rails Framework

Nico Mommaerts, nicom@infosupport.be,
InfoSupport, http://www.infosupport.be

Ruby on Rails is probably the most talked about and most controversial Web framework since
the Internet was invented. After reading this gentle introduction, you will finally know what
people all over the world are raving about!

Introduction

Ever since companies discovered the merits of writing applications for the Web, people have
been writing frameworks for making the work of a Web developer easier. The popularity of
Web applications is due to the fact that a Web browser is all that is needed for a client to access
a Web application. This makes deployment and maintenance a lot easier as a Web application
only needs to deployed or updated on one server, instead of on thousands or possibly millions of
computers. The downside of Web applications is that they are generally more complex to
develop as a rich client application. Web applications are always written using a multitude of
technologies at once: HTML, CSS and JavaScript for the presentation; Java or .NET for the
application logic; a multitude of server environments and browsers each with their own quirks.

Given this complex environment to develop for, it is very easy to write unmaintainable code. A
Web developer needs to understand and control multiple languages/environments, and it is not
easy to automate the testing of such a heterogeneous system. To help overcome these issues
with Web development, various frameworks have been written over the years, always promising
to make Web development more productive and less error-prone. A framework is a collection of
libraries and utilities that should facilitate the construction of an application. This doesn't have
to be a Web application as frameworks exist for any kind of application. Just like not every car
is suited for all terrain types, and not everybody has the same taste, there are hundreds of
frameworks out there.

There is however one architectural pattern that most user-interface related frameworks
implement, and that is the MVC pattern. MVC stands for Model-View-Controller and is
basically the separation of these three concerns into three different layers.

• Model: the information the application works with, the model is usually persisted to a
database but that is not necessary

• View: a representation of the model, multiple views are possible for one model, in fact that
is one of the benefits of using an MVC pattern. In a Web application this is usually an
HTML page but can also be a Flash page or something else

• Controller: the controller defines what needs to happen on different events, like the user
clicking on a button, usually changes one or multiple models and chooses the correct view
for the model

By separating these concerns into different layers, changes to one of them don't have an impact
on the other two layers, resulting in faster development cycles and easier maintenance.

What is Rails?

Ruby on Rails is a full stack, cross-platform open source framework. David Heinemeier
Hansson originally wrote it, but in the meantime there is already a small group of core
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developers working on it. It often is abbreviated to 'RoR' or 'Rails' and the latter will be used
throughout this article. 'Full stack' means that all the parts needed to build a Web application are
present. Instead of having to learn different frameworks and tools and trying to get them to work
together, the different Rails layers fit together seamlessly, which makes it a joy to work with! It
runs on all major operating systems like Linux, OS X and Windows; it supports the most
common open source databases like MySQL and PostgreSQL but also SQL Server, Oracle and
others. It uses any Web server that supports CGI, the most popular being Apache and Lighttpd.

The entire framework is written in Ruby, a language which has been around for a while but
whose popularity has exploded since Rails hit the scene. The language originated in Japan in '95
by the hands and brains of Yukihiro "Matz" Matsumoto, sort of as better, more object-oriented
version of Perl. It harbors the same power as Perl does and yet is as fully object-oriented as
SmallTalk. Its syntax also closely resembles these two languages. Ruby is an interpreted
language, meaning it doesn't need to be compiled before execution. Everything in Rails is done
in Ruby: from the configuration (the little there is) to the domain model and the Web pages, you
only need to know one language. Given the dynamic nature of Ruby there is no development
environment for it like Eclipse for Java or Visual Studio for .NET. You can develop in any text
editor you like, although an editor with the notion of a project and syntax coloring is
recommended. On Windows Eclipse with the Ruby plugin, FreeRIDE or Arachno Ruby
(commercial) are popular, TextMate is the reigning editor on OS X, but no one keeps you from
using vi, Emacs or even Notepad. There is even an open source editor specifically for Rails,
called RadRails.
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One of the selling points of Rails is that it is built with the DRY principle in mind. DRY stands
for Don't Repeat Yourself, meaning that every piece of your system is described once and only
once, which should make development and maintenance a lot easier since there is no need to
keep multiple parts of the code in sync. Hand in hand with DRY goes 'Convention over
Configuration', another one of Rails' core philosophies. Rails uses a set of code and naming
conventions that when adhered to eliminates the need for configuring every single aspect of
your application. Only the extraordinary stuff needs to be configured, like legacy database
schemas or other resources you don't control. Using these two philosophies, DRY and
'Convention Over Configuration', Rails lets you write less code AND more features in the same
time as with a typical Java or .NET application, with easier maintenance afterwards.

Rails is an MVC framework, which means your application is divided into three layers: the
Model, the View and the Controller. Rails consists of several separate libraries. The two most
important, which implement the MVC paradigm, are ActionPack, which takes care of the View
and the Controller layers and ActiveRecord for the Model layer.

The Model

The model in a database-driven Web application is contained in the database. ActiveRecord lets
you 'wrap' a class around each table, to which you can add your own business logic, and voila,
you have your own domain model. Let's see how this 'wrapping' happens when we have a table
called 'employees' that we want to access. The ActiveRecord class would like this:

class Employee < ActiveRecord::Base
end

Would you believe it if I said this class lets you access all the columns in the table 'employees'
and enables you to read, write, update and delete records? Do you remember the philosophy of
'Convention over Configuration'? This is a very clear example of that principle: it lets you write
less code (and fewer bugs). Let's take a look at how this works under the hood.

How does Rails know we are interested in the table 'employees'?
Convention: the name of the model is the singular of the database table name.

How can you access the different columns in the table?
Convention: Rails adds attributes to the Employee class with the same name as the columns in
the table. For example, the 'employees' table has a column named 'name', so the Employee class
would have a 'name' attribute. The attributes are actually added at runtime, using Ruby's
powerful dynamic capabilities, this is why you don't see them in the source code.

All the code required to load/save the data from/to the table is inherited from the
ActiveRecord::Base class, all for free! You can add your own business methods to this class if
you want.

Storing and loading Employees won't get you very far though. It would be nice if we could
define a relation with some other tables. After all, we are working with a 'relational' database.
Let's suppose we have an ActiveRecord class 'Company' and a database table 'companies'
(remember that the classname is the singular of the tablename). In order for us to be able to ask
an Employee object what company he works for, we need to tell Rails that an employee belongs
to a company:
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class Employee < ActiveRecord::Base
belongs_to :company

end

If 'employee' is an instance of the Employee class, we can ask it what company is attached to it:
employee = Employee.find_by_name('David Heinemeier Hansson')
# note that Rails has find_by_<column> method for each column!
puts employee.company # -> 37 Signals

Note: everything after # is considered commentary

Again, this magic works by using certain code conventions. By saying 'belongs_to :company'
Rails expects to find an ActiveRecord model named Company, which in turn expects a table
called Companies. The relationship between the two is figured out by the 'belongs_to' statement,
which expects to find a foreign key column in the Employee table, with the name of the table it
points to. The name of the foreign key in this example would be 'company_id'.

This is only one example of a possible relationship, the others are :has_one, :has_many, and
:has_and_belongs_to_many. They all work using the same principle, the convention of using
primary and foreign keys with a certain name. All the metadata is extracted at runtime from the
database tables and there is no explicit mapping present. It is therefore not possible to generate
automatically a database schema like for example Hibernate does, a well-known object-
relational mapping framework in the Java world.
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That doesn't mean there is not any help at all from ActiveRecord to manage your database(s).
There are two classes that help you: ActiveRecord::Schema, a class that allows you to define
your table and ActiveRecord::Migration, a class that helps you manage the evolution of your
schema. Instead of writing SQL DDL statements to create your database, you can describe your
tables or modifications in Ruby using a domain specific set of classes and methods, just like we
defined relationships between various tables. Lets see how we could define our 'employees'
table using a Schema class:

ActiveRecord::Schema.define do
    create_table :employees do |t|
     t.column :name, :string, :null => false
     t.column :birthdate, :date

t.column :email, :string
    end

    add_index :employees, :name, :unique
end

As you can see the domain specific language used here is so clear, that no real explanation is
needed: a table called 'employees' is created, a few columns and an index are defined. Since this
is just plain Ruby, the database creation is completely database independent and supports every
database that Rails supports, except for DB2.

class AddSSNToEmployees < ActiveRecord::Migration
  def self.up

add_column :employees, :ssn, :string
  end

  def self.down
    remove_column :employees, :ssn
  end
end

This class has two methods: 'self.up' and 'self.down'. The first one is used when upgrading to a
new version of the database, the latter for downgrading if needed. Again, you don't need to
understand Ruby at all to see what is going on here, a new table called 'employees' is created
and some columns are added. A 'schemainfo' table is automatically created where the current
version of the database is stored. The default Rails installation puts a script in your project
directory that executes all migrations in the correct order and brings your database up to date.
Using Rails Migrations alleviates the pains often found when pushing changes to multiple
development databases and other environments like test or production that may be multiple
versions behind.

Needless to say, this is only a small portion of what you can do with ActiveRecord, but it did
demonstrate the most important aspects. Conventions and a domain specific macro language let
you describe your models and express relationships between them. When you can't adhere to
these conventions due to external constraints (an existing database schema for example) or
whatever the reason is, you can override this wherever you want to.
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The Controller

The classes that make up the Controller layer are bundled together in the ActionController
module. The Controller layer in a Web application is like a policeman regulating traffic, but
instead of regulating car traffic, it controls incoming and outgoing Web/database traffic. In
Rails, you typically have a whole bunch of these policemen (or ActionController classes). Each
one has its own area to control and it is entirely up to the developer to specify these areas. You
could have one that is in charge of the contracts and another one that is in charge of your
employees:

class ContractsController < ApplicationController
end

class EmployeesController < ApplicationController
end

As its name implies, a Controller class controls something, so it has to be able to 'do something'
with the contracts or employees. The Controller classes in the previous example don't seem very
capable of doing anything like storing a new contract, or firing an employee. They are powerless
policemen. In Rails terms, they still need 'actions'. Actions define what a Controller is able to
control, like a policeman can 'give a ticket', or 'stop a car'. Without actions there would not be
much happening in your application. You specify actions for a Controller simply by defining
methods in a Controller class:

class EmployeesController < ApplicationController
def show

@employee = Employee.find(params[:id])
end

end

This is not much code, but a lot of stuff is done for you behind the scenes, a testimony of the
ease with which you write Rails Web applications. Most other popular Web application
frameworks would require a lot more code and configuration to achieve the same result. Let us
lift the curtains and peek at what is happening in the EmployeeController. The play begins with
a user clicking on a link 'http://www.myrailsapp.com/employees/show/1'.
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Now what happens first is that Rails starts dissecting the url to see which action Controller
needs to perform. We notice here another convention: the url needs to comply with a specific
format. In this case the format is 'http://www.myrailsapp.com/:controller/:action/:id'. Rails will
simply look at the strings separated by a forward slash and will confer meaning to them based
upon their order. The first part is 'employees', which maps to the Controller name. The second
part is 'show', which maps to the name of the action the Controller needs to execute. The third
and final part is the id of a record in our database. This very simple url convention lets you write
clean and logically constructed urls. As a developer it is really easy to figure out what is going
to happen when looking at the url without having to trace through various mapping files as is the
case in many other Web frameworks. Just by looking at the url Rails knows to go to the
EmployeesController and calls the public method 'show', without writing any code yet! Once
inside the method 'show' we see one line of code:

@employee = Employee.find(params[:id])

Employee is the class we saw in the previous chapter about the Model layer. It class method
'find' takes various parameters, in this case params[:id]. The parameter 'params' is a map that
contains all incoming parameters, be it from an url, a GET or a POST. Rails collects these on
each incoming request, another annoyance the developer doesn't have to worry about anymore!
The right part of the assignment can now be explained as: find the employee whose id is in the
value of params[:id], which is 1 as specified in the example link.

On the left part we have '@employee'. The '@' in front of the variable means that we want to
make it a class variable. In Ruby we don't have to declare the variable first, it exists as soon as
we put something in it. When you put something in a class variable, it means you want to make
the variable available to the view layer. We want to show the data of an employee on a Web
page (the view) so the result of the Employee.find method is put in the class variable
@employee.

It looks like we're done now because there is no code left, but there is still one thing left to do:
show to the user the information we loaded from the database. If we don't state explicitly in the
action what has to happen after executing the action, Rails assumes, correctly in this case, that
we want to load a new Web page in the application. Rails needs an html page (well it's a bit
more as plain html but we'll see that in the next part) to render the Web page. This is already
been taken care of by yet another naming convention. All Web pages reside in a directory that
Rails knows about, just like the directory that contains the models, the configuration, etc. In this
directory, Rails looks for a subdirectory with the same name as the controller, 'employees' in
this case, and then looks for a file with the same name as the action, 'show'. This is an overview
of the file layout (I omitted the irrelevant folders):

/app
/controllers

employees_controller.rb-> the controller + .rb extension
(Ruby source)

/models

employee.rb -> the model + .rb extension (Ruby source)
/views

/employees -> the name of the controller
show.rhtml -> the name of the action + .rhtml extension

(Rails html file)
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These directories are generated by Rails at the time you setup the project.

Another example to illustrate these principles:

class ContractsController < ApplicationController
def destroy
contract = Contract.find_by_number(params[:number])

contract.destroy()
# removes the row that contains the contract

redirect_to 'show'
end

show

@contracts = Contract.find(:all)
end

end

We have a ContractsController with an action 'destroy'. Obviously this action deletes a certain
contract. Lets presume there is a form on a Web page that lets the user delete a contract by
pressing a DELETE button. The action 'destroy' starts with looking up the contract to delete
using the Contract model: Contract.find_by_number(params[:number]).

The Contract model seems to have a method with the name of the column of interest, 'number' in
it. How is it possible? Well, just like Rails adds attributes to the model class based upon the
names of the columns of the table it belongs to, it also adds 'find_by_<column_name>' methods
for each column name. As with the automatically added attributes, it doesn't matter if you decide
to rename a database column later on, since all this code is added by Rails at runtime. You never
have to maintain this generated code! See how Rails gives you a powerful framework to work
and yet doesn't require you to write much code?

Back to our example, after the contract is retrieved, it is removed from the database by calling
the method 'destroy', nothing earth-shocking there. The next line is something we have not seen
before: redirect_to 'show'. In the previous example, we assumed we wanted to render the loaded
information, but in this case we didn't load any information, quite the opposite even! We want to
show the user an overview of all remaining contracts after the user deletes one. We will add a
separate action 'show' for that. This method can be used by visiting the url
'http://www.myrailsapp.com/contracts/show'. The 'redirect_to' statement lets Rails execute the
'show' action immediately after executing the 'destroy' action. The 'show' action doesn't state
anything explicitly after loading all the contracts so it assumes it needs to render a Web page
(located in /views/contracts/show just like in the employee example). We could explicitly say to
render a Web page if we wanted to by saying: render 'show'.

The View

Our ride through Rails is almost done, only the View layer is left. It can be found in the
ActionView bundle and is the easiest one of the three. The View is comprised of all the rhtml
pages found in the 'views' directory, as shown in the Controller examples. There is not much
difference between a plain html file and a rhtml file, except that a rhtml file may contain small
pieces of embedded Ruby code, called ERb.
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Rails defines some helper methods for use on rhtml pages that make it easy to generate links,
forms etc in your pages. There is also support for AJAX, that nifty JavaScript technology that
lets you make Web pages that behave almost like a rich client. You can create typical AJAX
effects, like submitting a form without refreshing the entire page, without even having to write
any JavaScript yourself.

There is one other important thing to know about rhtml pages in Rails: it is possible to use a
template system, called Layout. It would be really cumbersome if we would have to write each
rhtml page beginning with the opening <html> tag until the closing </html> tag, especially
given the fact that most pages will probably have a lot of html in common, for example a
navigation bar. The template system takes care of this:

<html>
<head>
</head>
<body>
<%= yield %>
</body>

</html>

The '<%= yield %>' line is an example or ERb. The <% %> denotes that we want to execute a
piece of Ruby code and <%= %> means we want to render the output of the embedded Ruby
code on the html page. The 'yield' method returns the content of the currently rendered page.
This very simple example layout dismisses the need to write the boilerplate html every page. A
page may look like this:

<h1>no need to write surrounding html tags</h1>

The final rendered page would have an html source like this:
<html>

<head>
</head>
<body>
<h1>no need to write surrounding html tags</h1>
</body>

</html>

How does Rails know which template to apply, if any? Again, it looks in certain directories and
expects certain filenames. Continuing on the previous file layout, it could look like this:

/app
/controllers

employees_controller.rb
/models

employee.rb
/views

/employees
show.rhtml
/layouts
application.rhtml
employees.rhtml
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The default directory for storing layouts is in views/layouts. When rendering a view, for
example the employees/show.rhtml view, Rails will look in the layouts folder and search for a
file with the same name as the controller that renders the view, 'employees.rhtml' in this case. If
the employees.rhtml file contains a line <%= yield %>, it will be replaced with the contents of
the employees/show.rhtml file.

You might also notice another (optional) file in the layouts directory, the 'application.rhtml' file.
This is a special template, as it will be used as the default template for each controller unless
explicitly overridden.

Summary

If you are already familiar with Web frameworks that use the MVC pattern, you might have
noticed that Rails isn't anything revolutionary. Rails' strength is rather in the synergy between its
various parts, ActiveRecord, ActionPack, ActionMailer and ActionWebService. I have not
touched the last two modules but they are not as important as the former two. By fully utilizing
the dynamic power of Ruby and using conventions instead of tedious configuration files, Rails
became one the most beloved Web frameworks of the last years. Since it is so beloved by some,
and loathed by others, discussions about it often become very emotional and its hard to know
what to believe or not. Is it a framework that will solve all our problems and make all other Web
frameworks obsolete? Or is it only suited to build small Web applications, nothing up to the
challenges found in the 'Enterprise' world? The correct answer is none of the two. Rails is a
solution for a certain range of problems and it is the responsibility of the developer to choose the
appropriate tools for the job.

Links

http://rubyonrails.org/

http://weblog.rubyonrails.org/

http://www.loudthinking.com/

http://www.ruby-lang.org/en/

http://www.rubycentral.com/

http://www.radrails.org

http://freeride.rubyforge.org

http://www.ruby-ide.com/ruby/ruby_ide_and_ruby_editor.php

http://en.wikipedia.org/wiki/Ruby_programming_language

http://en.wikipedia.org/wiki/Model-view-controller

http://en.wikipedia.org/wiki/Framework

http://en.wikipedia.org/wiki/Web_applications
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